


A.2.4 Improving |-Stream Density — Factor of 3

Compilers should try to use profiles to make sure almost 100 percent of the bytes
brought into an I-cache are actually executed. This means aligning branch targets
and putting rarely executed code out of line. Doing so would consistently make an
I-cache appear about two times larger, compared to current VAX practice.

The example below shows the bytes actually brought into a VAX cache (from part of
an address trace of a DLINPAC). The dots represent bytes brought into the cache
but never executed. They occupy about half of the cache.

Each line shows the use of an aligned 64-byte I-cache block. A portion of DLINPAC
and a portion of OpenVMS 4.x are shown. Uppercase I is the first byte of an
instruction, and lowercase i marks subsequent bytes. Period (.) shows a byte
brought into the cache but never executed.

I-fetch Byte 0 Byte 63

000268C0O0 «cveevvoosncnneonoseees e IIiiTidiTiiTidddidddiTddd,eeiiinnnnnnnnss
00026900 .vceeccaccecnncocnnocosonososssoscscccscsconeoeoe ldidiiTiiiiiidiiii
00026940 TiTiiTiTidiTdiTiTiTiddTiTidiTiTiiiidiidiTiiTddd...eeeeencnnnnnnnnnnns
00026980 +ceveeececnccsscononooocooocoonsoonooeee e IIIITIITIdTIITIATITI4TIE
000269C0 T..oevveeeoeeee  TiiidiTiiTidddiTiTdidiiiTiddTTiTiTI4TiTiId4ITiITI44.....
00026A00 «cceceeecccccccncncocooeooe s JiTiidiididiiiidiTiiTddiTddi...on..s,
00026R40 cccececcnrennconcnnnnans ceeeeeee e TiiiiiiiiiTiidiiiiiiTiTiiiTiiTI
00026A80 IiTdiiiiTiTiTiiiTiTiririiiiiiiiTdiridiridd...eeeeeeeeennosIiiTii
00026AC0 ITiiTdii..eeeeeeeeeenococnconccaccnnnns ceseeeccccttsasascctensaans
80004440 ..cccceerecnccnccccccccncccoccccceccnnnoseseos IiidiTiTidiouoennsns
80004680 ....TiiidiTdii...eeveeceecccccennnns cetececcccttaacsstscencsnnnn
80004900 ..ccveeenneeeee  JIATIdiTiiTddiiTiTdidiTiiTddTidiTiTI444TiTiddTi444T
80004940 IiiiiTiiiTdiTiTddi......c.ceee TiddiTidd eeciinnninecennnnnnnnns
80004A00 .cceeecennnnconononooanncososssoscccsccconnoooeoee LTiiiiiTiiTiddiii
80004A40 TiTiiTiiiiTidiriiiTddiirdii........... TiiddiTTi444dTiidiTiiTidiT
80004A80 IiiiiXiiiTiiTidiTiii....TiiTdiTidd...ceeeiinnnneecnncnnnccccnsscas
80004F40 .cceeeccceconscoconoooooeeee s JiidiTidiidiiTiiiTidididiTiii.......
80004F80 .ceeeveeeceveccooonooee e TiiiTiiiidididTidiTiTiiiTdidddididididdddiTiiir
80004FCO ITiiiiiTiiirTiTiiiTriii.....IidddiTiTidd..eieeennnenninnennnecnnnans
80008BR40 .cceeeecccconocooooocccoccoooooooooooooocencoosscnssoese liidiliii

80008A80 IIiiTiiiTiiYiTidiTiTiTidiTiTiiTdidiiiTiiTdiTdiTidddiddriTdiiriii.
A.2.5 Instruction Scheduling — Factor of 3

The performance of Alpha programs will be sensitive to how carefully the code is
scheduled to minimize instruction-issue delays.

“Result latency” is defined as the number of CPU cycles that must elapse between an
instruction that writes a result register and one that uses that register, if execution-
time stalls are to be avoided. Thus, a latency of zero means that the instruction
writes a result register and the instruction that uses that register can be multiple-
issued in the same cycle. A latency of 2 means that if the writing instruction is issued
at cycle N, the reading instruction can issue no earlier than cycle N+2. Latency is
implementation-specific.

Most Alpha instructions have a non-zero result latency. Compilers should schedule
code so that a result is not used too soon, at least in frequently executed code (inner
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loops, as identified by execution profiles). In general, this will require loop unrolling
and short procedure inlining.

“Too soon” is currently ill-defined, since no implementations have been designed yet.
For starters, assume that implementations can dual-issue instructions. Assume
that Load and JSR instructions have a latency of 3, shifts and byte manipulation a
latency of 2, integer multiply a latency of 10, and other integer operates a latency of
1. Assume floating multiply has a latency of 5, floating divide a latency of 10, and
other floating operates a latency of 4. Scheduling to these latencies will give at least
reasonable performance on currently anticipated implementations.

Compilers should try to schedule code to match the above latency rules and also to
match the multiple-issue rules. If doing both is impractical for a particular sequence
of code, the latency rules are more important (since they apply even in single-issue
implementations).

Implementors should give first priority to minimizing the latency of back-to-back
integer operations, of address calculations immediately followed by load/store, of load
immediately followed by branch, and of compare immediately followed by branch.
Second priority should be given to minimizing latencies in general.

A.3 Data-Stream Considerations

The following sections describe considerations for the data stream.

A.3.1 Data Alignment — Factor of 10

Data PSECTs should be at least octaword-aligned, so that aggregates (arrays, some
records, subroutine stack frames) can be allocated on aligned octaword boundaries
to take advantage of any implementations with aligned octaword data paths, and to
decrease the number of cache fills in almost all implementations.

Aggregates (arrays, records, common blocks, and so forth) should be allocated on
at least aligned octaword boundaries whenever language rules allow this. In some
implementations, a series of writes that completely fill a cache block may be a factor
of 10 faster than a series of writes that partially fill a cache block, when that cache
block would give a read miss. This is true of writeback caches that read a partially
filled cache block from memory, but optimize away the read for completely filled
blocks.

For such implementations, long strings of sequential writes will be faster if they
start on a cache-block boundary (a multiple of 128 bytes will do well for most, if not
all, Alpha implementations). This applies to array results that sweep through large
portions of memory, and also to register-save areas for context switching, graphics
frame buffer accesses, and other places where exactly 8, 16, 32, or more quadwords
are stored sequentially. Allocating the targets at multiples of 8, 16, 32, or more
quadwords, respectively, and doing the writes in order of increasing address will
maximize the write speed.

Items within aggregates that are forced to be unaligned (records, common blocks)
should generate compile-time warning messages and inline byte extract/insert code.
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A3.2

Users must be educated that the warning message means that they are taking a
factor of 30 performance hit.

Compilers should consider supplying a switch that allows the compiler to pad
aggregates to avoid unaligned data.

Compiled code for parameters should assume that the parameters are aligned.
Unaligned actuals will therefore cause runtime alignment traps and very slow
fixups. The fixup routine, if invoked, should generate warning messages to the
user, preferably giving the first few statement numbers that are doing unaligned
parameter access, and at the end of a run the total number of alignment traps (and
perhaps an estimate of the performance improvement if the data were aligned).
Again, users must be educated that the trap routine warning message means they
are taking a factor of 30 performance hit.

Frequently used scalars should reside in registers. Each scalar datum allocated
in memory should normally be allocated an aligned quadword to itself, even if the
datum is only a byte wide. This allows aligned quadword loads and stores and avoids
partial-quadword writes (which may be half as fast as full-quadword writes, due to
such factors as read-modify-write a quadword to do quadword ECC calculation).

Implementors should give first priority to fast reads of aligned octawords and second
priority to fast writes of full cache blocks. Partial-quadword writes need not have a
fast repetition rate.

Shared Data in Multiple Processors — Factor of 3

Software locks are aligned quadwords and should be allocated to large cache blocks
that either contain no other data, or read-mostly data whose usage is correlated with
the lock.

Whenever there is high contention for a lock, one processor will have the lock and
be using the guarded data, while other processors will be in a read-only spin loop on
the lock bit. Under these circumstances, any write to the cache block containing the
lock will likely cause excess bus traffic and cache fills, thus having a performance
impact on all processors that are involved, and the buses between them. In some
decomposed FORTRAN programs, refills of the cache blocks containing one or two
frequently used locks can account for a third of all the bus bandwidth the program
consumes.

Whenever there is almost no contention for a lock, one processor will have the lock
and be using the guarded data. Under these circumstances, it might be desirable to
keep the guarded data in the same cache block as the lock.

For the high sharing case, compilers should assume that almost all accesses to
shared data result in cache misses all the way back to main memory, for each distinct
cache block used. Such accesses will likely be a factor of 30 slower than cache hits.
It is helpful to pack correlated shared data into a small number of cache blocks. It is
helpful also to segregate blocks written by one processor from blocks read by others.

Therefore, accesses to shared data, including locks, should be minimized. For
example, a 4-processor decomposition of some manipulation of a 1000-row array
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A3.3

should avoid accessing lock variables every row, but instead might access a lock
variable every 250 rows.

Array manipulation should be partitioned across processors so that cache blocks do
not thrash between processors. Having each of 4 processors work on every fourth
array element severely impairs performance on any implementation with a cache
block of 4 elements or larger. The processors all contend for copies of the same cache
blocks and use only 1/4 of the data in each block. Writes in one processor severely
impair cache performance on all processors.

A better decomposition is to give each processor the largest possible contiguous
chunk of data to work on (N/4 consecutive rows for 4 processors and row-major
array storage; N/4 columns for column-major storage). With the possible exception
of 3 cache blocks at the partition boundaries, this decomposition will result in each
processor caching data that is touched by no other processor.

Operating-system scheduling algorithms should attempt to minimize process
migration from one processor to another. Any time migration occurs, there are likely
to be a large number of cache misses on the new processor.

Similarly, operating-system scheduling algorithms should attempt to enforce some
affinity between a given device’s interrupts and the processor on which the interrupt-
handler runs. I/O control data structures and locks for different devices should be
disjoint. Doing both of these allows higher cache hit rates on the corresponding I/O
control data structures.

Implementors should give first priority to an efficient (low-bandwidth) way of
transferring isolated lock values and other isolated, shared write data between
processors.

Implementors should assume that the amount of shared data will continue to
increase, so over time the need for efficient sharing implementations will also
increase.

Avoiding Cache/TB Conflicts — Factor of 1

Occasionally, programs that run with a direct-mapped cache or TB will thrash,
taking excessive cache or TB misses. With some work, thrashing can be minimized
at compile time.

In a frequently executed loop, compilers could allocate the data items accessed from
memory so that, on each loop iteration, all of the memory addresses accessed are
either in exactly the same aligned 64-byte block, or differ in bits VA<10:6>. For loops
that go through arrays in a common direction with a common stride, this means
allocating the arrays, checking that the first-iteration addresses differ, and if not,
inserting up to 64 bytes of padding between the arrays. This rule will avoid thrashing
in small direct-mapped data caches with block sizes up to 64 bytes and total sizes
of 2K bytes or more.
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Example:

REAL*4 A(1000),B(1000)
DO 60 i=1,1000
60 A(i) = £(B(1i))

BAD allocation (A and B thrash in 8 KB direct-mapped cache):

0 4K 8K 12K 16K

BETTER allocation (A and B offset by 64 mod 2 KB, so 16 elements of A and 16 of
B can be in cache simultaneously):

0 4K 8K+64 12K 16K

BEST allocation (A and B offset by 64 mod 2 KB, so 16 elements of A and 16 of B
can be in cache simultaneously, and both arrays fit entirely in 8 KB or bigger cache):

0 4K-64 8K 12K 16K

In a frequently executed loop, compilers could allocate the data items accessed from
memory so that, on each loop iteration, all of the memory addresses accessed are
either in exactly the same 8 KB page, or differ in bits VA<17:13>. For loops that go
through arrays in a common direction with a common stride, this means allocating
the arrays, checking that the first-iteration addresses differ, and if not, inserting
up to 8K bytes of padding between the arrays. This rule will avoid thrashing in
direct-mapped TBs and in some large direct-mapped data caches, with total sizes of
32 pages (256 KB) or more.

Usually, this padding will mean zero extra bytes in the executable image, just a skip
in virtual address space to the next-higher page boundary.

For large caches, the rule above should be applied to the I-stream, in addition to
all the D-stream references. Some implementations will have combined I-stream
/D-stream large caches.

Both of the rules above can be satisfied simultaneously, thus often eliminating
thrashing in all anticipated direct-mapped cache/TB implementations.
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A.3.4 Sequential Read/Write — Factor of 1

All other things being equal, sequences of consecutive reads or writes should use
ascending (rather than descending) memory addresses. Where possible, the memory
address for a block of 2**Kbytes should be on a 2**K boundary, since this minimizes
the number of different cache blocks used and minimizes the number of partially
written cache blocks.

To avoid overrunning memory bandwidth, sequences of more than eight quadword
Loads or Stores should be broken up with intervening instructions (if there is any
useful work to be done).

For consecutive reads, implementors should give first priority to prefetching
ascending cache blocks, and second priority to absorbing up to eight consecutive
quadword Loads (aligned on a 64-byte boundary) without stalling.

For consecutive writes, implementors should give first priority to avoiding read
overhead for fully written aligned cache blocks, and second priority to absorbing
up to eight consecutive quadword Stores (aligned on a 64-byte boundary) without
stalling.

A.3.5 Prefetching — Factor of 3

To use FETCH and FETCH_M effectively, software should follow this programming
model:

1. Assume that at most two FETCH instructions can be outstanding at once,
and that there are two prefetch address registers, PREa and PREDb, to hold
prefetching state. FETCH instructions alternate between loading PREa and
PREb. Each FETCH instruction overwrites any previous prefetching state, thus
terminating any previous prefetch that is still in progress in the register that is
loaded. The order of fetching within a block and the order between PREa and
PREb are UNPREDICTABLE.

IMPLEMENTATION NOTE
Implementations are encouraged to alternate at
convenient intervals between PREa and PREDb.

2. Assume, for maximum efficiency, that there should be about 64 unrelated memory
access instructions (load or store) between a FETCH and the first actual data
access to the prefetched data.

3. Assume, for instruction-scheduling purposes in a multilevel cache hierarchy, that
FETCH does not prefetch data to the innermost cache level, but rather one level
out. Schedule loads to bury the last level of misses.

4. Assume that FETCH is worthwhile if, on average, at least half the data in a
block will be accessed. Assume that FETCH_M is worthwhile if, on average, at
least half the data in a block will be modified.

5. Treat FETCH as a vector load. If a piece of code could usefully prefetch 4
operands, launch the first two prefetches, do about 128 memory references
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worth of work, then launch the next two prefetches, do about 128 more memory
references worth of work, then start using the 4 sets of prefetched data.

6. Treat FETCH as having the same effect on a cache as a series of 64 quadword
loads. If the loads would displace useful data, so will FETCH. If two sets of loads
from specific addresses will thrash in a direct-mapped cache, so will two FETCH
instructions using the same pair of addresses.

IMPLEMENTATION NOTE
Hardware implementations are expected to provide
either no support for FETCHx or support that closely
matches this model.

A.4 Code Sequences

The following section describes code sequences.

A.4.1 Aligned Byte/Word Memory Accesses

The instruction sequences given in Common Architecture, Chapter 4 for byte and
word accesses are worst-case code. In the common case of accessing a byte or aligned
word field at a known offset from a pointer that is expected to be at least longword
aligned, the common-case code is much shorter.

“Expected” means that the code should run fast for a longword-aligned pointer and
trap for unaligned. The trap handler may at its option fix up the unaligned reference.

For access at a known offset D from a longword-aligned pointer Rx, let D.lw be D
rounded down to a multiple of 4 (D div 4)*4), and let D.mod be D mod 4.

In the common case, the intended sequence for loading and zero-extending an aligned
word is:

LDL R1,D.1lw(Rx) ! Traps if unaligned
EXTWL R1,#D.mod,R1 ! Picks up word at byte 0 or byte 2

In the common case, the intended sequence for loading and sign-extending an aligned

word is:
LDL R1,D.1w(Rx) ! Traps if unaligned
SLL R1,#48-8*D.mod,R1 ! Aligns word at high end of R1
SRA R1,#48,R1 ! SEXT to low end of Rl
NOTE

The shifts often can be combined with shifts that
might surround subsequent arithmetic operations (for
example, to produce word overflow from the high end of
a register).

In the common case, the intended sequence for loading and zero-extending a byte is:

LDL R1,D.1lw(Rx) 1
EXTBL R1, #D.mod,R1 !
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In the common case, the intended sequence for loading and sign-extending a byte is:

LDL R1,D.1w(Rx) !
SLL R1l,#56-8*D.mod,R1 !
SRA R1l,#56,R1 !

In the common case, the intended sequence for storing an aligned word R5 is:

LDL R1,D.1w(Rx) !
INSWL RS, #D.mod,R3 !
MSKWL R1,#D.mod,R1 !
BIS R3,R1,R1 !
STL R1,D.1w(Rx) !

In the common case, the intended sequence for storing a byte R5 is:

LDL R1,D.1w(Rx) !
INSBL R5, #D.mod,R3 !
MSKBL R1,#D.mod,R1 !
BIS R3,R1,R1 !
STL R1,D.1lw(Rx) !

A.4.2 Division

In all implementations, floating-point division is likely to have a substantially longer
result latency than floating-point multiply; in addition, in many implementations
multiplies will be pipelined and divides will not.

Thus, any division by a constant power of two should be compiled as a multiply
by the exact reciprocal, if it is representable without overflow or underflow. If
language rules or surrounding context allow, other divisions by constants can be
closely approximated via multiplication by the reciprocal.

Integer division does not exist as a hardware opcode. Division by a constant can
always be done via UMULH of another appropriate constant, followed by a right
shift. General quadword division by true variables can be done via a subroutine.
The subroutine could test for small divisors (less than about 1000 in absolute value)
and for those, do a table lookup on the exact constant and shift count for an UMULH
/shift sequence. For the remaining cases, a table lookup on about a 1000-entry
table and a multiply can give a linear approximation to 1/divisor that is accurate to
16 bits. Using this approximation, a multiply and a back-multiply and a subtract
can generate one 16-bit quotient “digit” plus a 48-bit new partial dividend. Three
more such steps can generate the full quotient. Having prior knowledge of the
possible sizes of the divisor and dividend, normalizing away leading bytes of zeros,
and performing an early-out test can reduce the average number of multiplies to
about 5 (compared to a best case of 1 and a worst case of 9).

A.4.3 Stylized Code Forms

Using the same stylized code form for a common operation makes compiler output
a little more readable and makes it more likely that an implementation will speed
up the stylized form.
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A.4.3.1 NOP
The standard NOP forms are:

NOP
FNOP

BIS R31,R31,R31
CPYS F31,F31,F31

/]
nn

These generate no exceptions. In most implementations, they should encounter no
operand issue delays, no destination issue delay, and no functional unit issue delay.
Implementations are free to optimize these into no action and zero execution cycles.

A.4.3.2 Clear a Register

The standard clear register forms are:

CLR

= BIS R31,R31,Rx
FCLR =

CPYS F31,F31,Fx

non

These generate no exceptions. In most implementations, they should encounter no
operand issue delays, and no functional unit issue delay.

A.4.3.3 Load Literal
The standard load integer literal (ZEXT 8-bit) form is:
MOV #1it8,Ry == BIS R31, 1lit8, Ry

The Alpha literal construct in Operate instructions creates a canonical longword
constant for values 0..255.

A longword constant stored in an Alpha 64-bit register is in canonical form when
bits <63:32>=bit <31>.

A canonical 32-bit literal can usually be generated with one or two instructions, but
sometimes three instructions are needed. Use the following procedure to determine
the offset fields of the instructions:

val = <sign-extended, 32-bit value>

low = val<15:0>

tmpl = val - SEXT(low) ! Account for LDA instruction
high = tmpl<31:16>

tmp2 = tmpl - SHIFT LEFT( SEXT(high,16) )

if tmp2 NE 0 then
! original val was in range 7FFF800034..7FFFFFFF]g
extra = 40003¢

tmpl = tmpl - 4000000036
high = tmpl1<31:16>
else
extra = 0
endif

The general sequence is:

LDA Rdst, low(R31)
LDAH Rdst, extra(Rdst) ! Omit if extra=0
LDAH Rdst, high(Rdst) ! Omit if high=0
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A.4.3.4 Register-to-Register Move
The standard register move forms are:

MOV RX,RY == BIS RX,RX,RY
FMOV FX,FY = CPYS FX,FX,FY

These generate no exceptions. In most implementations, these should encounter no
functional unit issue delay.

A.4.3.5 Negate
The standard register negate forms are:

NEGz RX,Ry == SUBz R31,Rx,Ry ! z=1LorQ
NEGz Fx,Fy == SUBz F31,Fx,Fy !z=FGSorT T
FNEGz Fx,Fy == CPYSN Fx,Fx,Fy !2=FGSorT

The integer subtract generates no Integer Overflow trap if Rx contains the largest
negative number (SUBz/V would trap). The floating subtract generates a floating-
point exception for a non-finite value in Fx. The CPYSN form generates no
exceptions.

A.4.3.6 NOT
The standard integer register NOT form is:
NOT Rx,Ry == ORNOT  R31,Rx,Ry

This generates no exceptions. In most implementations, this should encounter no
functional unit issue delay.

A.4.3.7 Booleans
The standard alternative to BIS is:

OR RX,Ry,Rz == BIS Rx,Ry,Rz
The standard alternative to BIC is:

ANDNOT Rx,Ry,Rz == BIC Rx,Ry,Rz
The standard alternative to EQV is:

XORNOT Rx,Ry,Rz == EQV Rx,Ry,R2z

A.4.4 Trap Barrier

The TRAPB instruction guarantees that following instructions do not issue until all
possible preceding traps have been signaled. This does not mean that all preceding
instructions have necessarily run to completion (for example, a Load instruction may
have passed all the fault checks but not yet delivered data from a cache miss).

A.4.5 Pseudo-Operations (Stylized Code Forms)

This section summarizes the pseudo-operations for the Alpha architecture that may
be used by various software components in an Alpha system. Most of these forms
are discussed in preceding sections.
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In the context of this section, pseudo-operations all represent a single underlying
machine instruction. Each pseudo-operation represents a particular instruction
with either replicated fields (such as FMOV), or hard-coded zero fields. Since the
pattern is distinct, these pseudo-operations can be decoded by instruction decode
mechanisms.

In Table A-1, the pseudo-operation codes can be viewed as macros with parameters.
The formal form is listed in the left column, and the expansion in the code stream
listed in the right column.

Some instruction mnemonics have synonyms. These are different from pseudo-
operations in that each synonym represents the same underlying instruction with
no special encoding of operand fields. As a result, synonyms cannot be distinquished
from each other. They are not listed in the table that follows. Examples of synonyms
are: BIC/ANDNOT, BIS/OR, and EQV/XORNOT.

Table A-1: Decodable Pseudo-Operations (Stylized Code Forms)

Pseudo-Operation in Listing Actual Instruction Encoding
No-exception generic floating absolute

value:

FABS Fx, Fy CPYS F31, Fx, Fy
Branch to target (21-bit signed displace-

ment):

BR target BR R31, target

Clear integer register:

CLR Rx BIS R31, R31, Rx
Clear a floating-point register:

FCLR Fx CPYS F31, F31, Fx
Floating-point move:

FMOV Fx, Fy CPYS Fx, Fx, Fy
No-exception generic floating negation:

FNEG Fx, Fy CPYSN Fx, Fx, Fy
Floating-point no-op:

FNOP CPYS F31, F31, F31
Move Rx/8-bit zero-extended literal to

Ry:

MO {Rx/Lit8}, Ry BIS R31, {Rx/Lit8), Ry

Move 16-bit sign-extended literal to
Rx:
MOV Lit, Rx LDA Rx, 1lit(R31)
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Table A-1 (Cont.): Decodable Pseudo-Operations (Stylized Code Forms)

Pseudo-Operation in Listing Actual Instruction Encoding
Move to FPCR:

MT_FPCR Fx MT_FPCR Fx, Fx, Fx

Move from FPCR:

MF_FPCR Fx MF_FPCR Fx, Fx, Fx
Negate F_floating:

NEGF Fx, Fy SUBF F31, Fx, Fy
Negate F_floating, semi-precise:

NEGF/S Fx, Fy SUBF/S F31, Fx, Fy
Negate G_floating:

NEGG Fx, Fy SUBG F31, Fx, Fy
Negate G_floating, semi-precise:

NEGG/S Fx, Fy SUBG/S F31, Fx, Fy
Negate longword:

NEGL {Rx/Lit8}, Ry SUBL R31, {Rx/Lit}, Ry

Negate longword with overflow detec-
tion:

NEGL/V  (Rx/Lit8}, Ry SUBL/V R31, {Rx/Lit}, Ry
Negate quadword:

NEGQ {Rx/Lit8}, Ry SUBQ R31, {Rx/Lit}, Ry
Negate quadword with overflow detec-

;\II(;EIII(;Q/V {Rx/Lit8}, Ry SUBQ/VV  R31, {Rx/Lit}, Ry

Negate S_floating:
NEGS Fx, Fy SUBS F31, Fx, Fy

Negate S_floating, software with un-
derflow detection:
NEGS/SU Fx, Fy SUBS/SU F31, Fx, Fy

Negate S_floating, software with un-
derflow and inexact result detection:
NEGS/SUI Fx, Fy SUBS/SUI F31, Fx, Fy

Negate T_floating:
NEGT Fx, Fy SUBT F31, Fx, Fy
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Table A-1 (Cont.): Decodable Pseudo-Operations (Stylized Code Forms)
Pseudo-Operation in Listing Actual Instruction Encoding

Negate T_floating, software with un-
derflow detection:

NEGT/SU Fx, Fy SUBT/SU F31, Fx, Fy

Negate T floating, software with un-
derflow and inexact result detection:
NEGT/SUI SUBT/SUI F31, Fx, Fy

Integer no-op:
NOP BIS R31, R31, R31

Logical NOT of Rx/8-bit zero-extended
literal storing results in Ry:
NOT {Rx/Lit8}, Ry ORNOT R31, {Rx/Lit}, Ry

Longword sign-extension of Rx storing
results in Ry:

SEXTL {Rx/Lit8}, Ry ADDL R31, {Rx/Lit}, Ry

A.5 Timing Considerations: Atomic Sequences

A sufficiently long instruction sequence between LDx_L and STx_C will never
complete, because periodic timer interrupts will always occur before the sequence
completes. The following rules describe sequences that will eventually complete in
all Alpha implementations:

1. At most 40 operate or conditional-branch (not taken) instructions executed in the
sequence between LDx_L and STx_C.

2. At most two I-stream TB-miss faults. Sequential instruction execution
guarantees this.

8. No other exceptions triggered during the last execution of the sequence.

IMPLEMENTATION NOTE
On all expected implementations, this allows for about
50 usec of execution time, even with 100 percent cache
misses. This should satisfy any requirement for a 1 msec
timer interrupt rate.

Software Considerations A-17






Appendix B
- |IEEE Floating-Point Conformance

A subset of IEEE Standard for Binary Floating-Point Arithmetic (754-1985) is
provided in the Alpha floating-point instructions. This appendix describes how to
construct a complete IEEE implementation.

The order of presentation parallels the order of the IEEE specification.

B.1 Alpha Choices for IEEE Options

Alpha supports IEEE single and double formats. Optional extended double is not
supported.

Alpha hardware supports normal and chopped IEEE rounding modes. IEEE plus
infinity and minus infinity rounding modes can be implemented in hardware or
software.

Alpha hardware does not support optional IEEE software trap enable/disable modes;
see the following discussion about software support.

Alpha hardware supports add, subtract, multiply, divide, convert between floating
formats, convert between floating and integer formats, and compare. Software
routines support square root, remainder, round to integer in floating-point format,
and convert binary to/from decimal.

In the Alpha architecture, copying without change of format is not considered an
operation. (LDx, CPYSx, and STx do not check for non-finite numbers; an operation
would.) Compilers may generate ADDx F31,Fx,Fy to get the opposite effect.

Optional operations for differing formats are not provided.

The Alpha choice is that the accuracy provided will meet or exceed IEEE standard
requirements. It is implementation-dependent whether the software binary/decimal
conversions beyond 9 or 17 digits treat any excess digits as zeros.

Overflow and underflow, NaNs, and infinities encountered during software binary to
decimal conversion return strings that specify the conditions. Such strings can be
truncated to their shortest unambiguous length.

Alpha hardware supports comparisons of same-format numbers. Software supports
comparisons of different-format numbers.

In the Alpha architecture, results are true-false in response to a predicate.

Alpha hardware supports the required six predicates and the optional unordered
predicate. The other 19 optional predicates can be constructed from sequences of
two comparisons and two branches.
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Alpha hardware supports infinity arithmetic only by trapping when an infinity
operand is encountered and when an infinity is to be created from finite operands
by overflow or division by zero. A software trap handler (interposed between the
hardware and the IEEE user) provides correct infinity arithmetic.

Alpha hardware supports NaNs only by trapping when a NaN operand is
encountered and when a NaN is to be created. A software trap handler (interposed
between the hardware and the IEEE user) provides correct Signaling and Quiet NaN
behavior.

In the Alpha architecture, Quiet NaNs do not afford retrospective diagnostic
information.

In the Alpha architecture, copying a Signaling NaN without a change of format does
not signal an invalid exception (LLDx, CPYSx, and STx do not check for non-finite
numbers). Compilers may generate ADDx F31,Fx,Fy to get the opposite effect.

Alpha hardware fully supports negative zero operands, and follows the IEEE rules
for creating negative zero results.

Alpha hardware does not supply IEEE exception trap behavior; the hardware traps
are a superset of the IEEE-required conditions. A software trap handler (interposed
between the hardware and the IEEE user) provides correct IEEE exception behavior.

In the Alpha architecture, tininess is detected by hardware after rounding, and loss
of accuracy is detected by software as an inexact result.

In the Alpha architecture, user trap handlers will be supported by compilers and
a software trap handler (interposed between the hardware and the IEEE user), as
described in the next section.

B.2 Alpha Hardware Support of Software Exception Handlers

In Alpha instructions, hardware trap behavior is determined only at compile time;
short of recompiling, there are no dynamic facilities for changing hardware trap
behavior.

There is an essential disparity between the Alpha design goal of fast execution and
the IEEE design goal of exact trap behavior. The Alpha hardware architecture
provides means for users to choose various degrees of IEEE compliance, at
appropriate performance cost.

Instructions compiled without the /Software modifier cannot produce IEEE-
compliant trap behavior, nor can they provide IEEE-compliant non-finite arithmetic.
Trapping and stopping on non-finite operands or results (rather than the IEEE
default of continuing with NaNs propagated) is an Alpha value-added behavior that
some users prefer.

Instructions compiled without the /Underflow hardware trap enable modifier cannot
produce IEEE-compliant underflow trap behavior, nor can they provide IEEE-
compliant denormal results. They are fast and provide true zero (not minus zero)
results whenever underflow occurs. This is an Alpha value-added behavior that
some users prefer.
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Instructions compiled without the /Inexact hardware trap enable modifier cannot
produce IEEE-compliant inexact trap behavior. Trapping on Inexact will be painfully
slow; few users appear to prefer this, but they can get it if they really want it.

IEEE floating-point instructions compiled with the /Software modifier produce
hardware traps and unpredictable values; a software trap handler may then produce
all IEEE-required behavior.

IEEE floating-point instructions compiled with the /Underflow enable modifier
produce hardware traps and true zero values for underflow; a software trap handler
may then produce all IEEE-required behavior.

IEEE floating-point instructions compiled with the /Inexact enable modifier produce
hardware traps that allow a software trap handler to produce all IEEE-required
behavior.

Thus, to get full IEEE compliance of all the required features of the standard, users
must compile with all three options enabled.

To get the optional full IEEE user trap handler behavior, a software trap handler
must be provided that implements the five exception flags, dynamic user trap handler
disabling, handler saving and restoring, default behavior for disabled user trap
handlers, and linkages that allow a user handler to return a substitute result.

Also, users must insert a TRAPB in every basic block with a floating operation that
can potentially trap, so that a software handler has an opportunity to scale the true
result by 2**192 or 2**1536, as appropriate for enabled user trap handlers; and to
supply the default +/- infinity, +/-MAX, +/-MIN, denormal, or zero as appropriate
for disabled user trap handlers.

B.3 Mapping to IEEE Standard

There are five IEEE exceptions, each of which can be “IEEE software trap-enabled”
or disabled (the default condition). Implementing the IEEE software trap-enabled
mode is optional in the IEEE standard.

Our assumption, therefore, is that the only access to IEEE-specified software trap-
enabled results will be generated in assembly language code. The following design
allows this, but only if such assembly language code has TRAPB instructions after
each floating-point instruction, and generates the IEEE-specified scaled result in a
trap handler by emulating the instruction that was trapped by hardware overflow
/underflow detection, using the original operands.

There is a set of detailed IEEE-specified result values, both for operations that are
specified to raise IEEE traps and those that do not. This behavior is created on
Alpha by four layers of hardware, PALcode, the operating-system trap handler, and
the user IEEE trap handler, as shown in Figure B—1.
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Figure B-1: |EEE Trap Handling Behavior
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The IEEE-specified trap behavior occurs only with respect to the user IEEE trap
handler (the last layer in Figure B-1); any trap-and-fixup behavior in the first three
layers is outside the scope of the IEEE standard.

The IEEE number system is divided into finite and non-finite numbers:
¢ The finites are normal numbers:

-MAX.~MIN, -0, 0, +MIN..+MAX
¢ The non-finites are:

Denormals, +/— Infinity, Signaling NaN, Quiet NaN

Alpha hardware must treat minus zero operands and results as special cases, as
required by the IEEE standard.

Table B-1 specifies, for the IEEE /Software modes, which layer does each piece of
trap handling. See Common Architecture, Chapter 4 for more detail on the hardware
instruction descriptions.

B—4 Appendixes



Table B-1: |EEE Floating-Point Trap Handling

0S User
Trap Software
Alpha Instructions Hardware PAL Handler Handler
FBEQ FBNE FBLT FBLE FBGT Bits Only—No Exceptions
FBGE
LDS LDT Bits Only—No Exceptions
STS STT Bits Only—No Exceptions
CPYS CPYSN Bits Only—No Exceptions
FCMOVx Bits Only—No Exceptions

ADDx SUBx INPUT Exceptions

Denormal operand Trap Trap Supply -
sum

+/-Inf operand Trap Trap Supply -
sum

QNaN operand Trap Trap Supply -
QNaN

SNaN operand Trap Trap Supply [Invalid Op]
QNaN

+Inf + —Inf Trap Trap Supply [Invalid Op]
QNaN

ADDx SUBx OUTPUT Exceptions

Exponent overflow Trap Trap Supply [Overflow]
+/—Inf Scale by
+-MAX 2**Alpha

Exponent underflow Supply - - 1

and disabled +0

Exponent underflow Supply Trap Supply [Underfiow]

and enabled +0 and +/-MIN Scale by

trap denorm 2**Alpha
+—-0

Inexact and disabled - - - -

in the instruction

Inexact and enabled Trap Trap - [Inexact]
in the instruction

1An implementation could choose instead to trap to PALcode and have the PALcode supply a zero result on all
underflows.

IEEE Floating-Point Conformance B-5



Table B-1 (Cont.): IEEE Floating-Point Trap Handling

(0 1] User
Trap Software
Alpha Instructions Hardware PAL Handler Handler
MULx INPUT Exceptions
Denormal operand Trap Trap Supply -
prod.
+/-Inf operand Trap Trap Supply -
prod.
QNaN operand Trap Trap Supply -
QNaN
SNaN operand Trap Trap Supply [Invalid Op]
QNaN
0 * Inf Trap Trap Supply [Invalid Op]
QNaN
MULx OUTPUT Exceptions
Exponent overflow Trap Trap Supply [Overflow]
+/-Inf Scale by
+/-MAX 2**Alpha
Exponent underflow Supply - - -
and disabled +0
Exponent underflow Supply Trap Supply [Underflow]
and enabled +0 and +/~-MIN Scale by
Trap denorm 2**Alpha
+/-0
Inexact and disabled - - - -
Inexact and enabled Trap Trap - [Inexact]
DIVx INPUT Exceptions
Denormal operand Trap Trap Supply -
quot.
+/-Inf operand Trap Trap Supply -
quot.
QNaN operand Trap Trap Supply -
QNaN
SNaN operand Trap Trap Supply [Invalid Op]
QNaN
0/0 or Inf/Inf Trap Trap Supply [Invalid Op]
QNaN
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Table B—1 (Cont.): IEEE Floating-Point Trap Handling

(015 User
Trap Software

Alpha Instructions Hardware PAL Handler Handler

DIVx INPUT Exceptions

A/0 Trap Trap Supply [Div. Zero]
+/-Inf

DIVx OUTPUT Exceptions

Exponent overflow Trap Trap Supply [Overflow]
+/-Inf Scale by
+/-MAX 2**Alpha

Exponent underflow Supply - - -

and disabled +0

Exponent underflow Supply Trap Supply [Underflow]

and enabled +0 and +/~MIN Scale by

trap denorm 2**Alpha

+/-0

Inexact and disabled - - - -

Inexact and enabled Trap Trap - [Inexact]

CMPTEQ CMPTUN INPUT Exceptions

Denormal operand Trap Trap Supply -
=)

QNaN operand Trap Trap Supply -
False
for EQ, True
for UN

SNaN operand Trap Trap Supply [Invalid Op]
False/
True

CMPTLT CMPTLE INPUT Exceptions

Denormal operand Trap Trap Supply -
(=)

QNaN operand Trap Trap Supply [Invalid Op]
False

SNaN operand Trap Trap Supply [Invalid Op]
False
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Table B-1 (Cont.): IEEE Floating-Point Trap Handling

oS User
Trap Software
Alpha Instructions Hardware PAL Handler Handler
CVTFi INPUT Exceptions
Denormal operand Trap Trap Supply -
Cvt
+/-Inf operand Trap Trap Supply [Invalid Op]
Cvt
QNaN operand Trap Trap Supply -
QNaN
SNaN operand Trap Trap Supply [Invalid Op]
QNaN
CVTFi OUTPUT Exceptions
Inexact and disabled - - - -
Inexact and enabled Trap Trap - [Inexact]
Integer overflow Supply Trap - [Invalid Op]?
Trunc.
result
and trap
if enabled
CVTif OUTPUT Exceptions
Inexact and disabled - - - -
Inexact and enabled Trap Trap - [Inexact]
CVT{f INPUT Exceptions
Denormal operand Trap Trap Supply -
Cvt
+/-Inf operand Trap Trap Supply -
Cvt
QNaN operand Trap Trap Supply -
QNaN
SNaN operand Trap Trap Supply [Invalid Op]
QNaN

2An implementation could choose instead to trap to PALcode on extreme values and have the PALcode supply a
truncated result on all overflows.
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Table B-1 (Cont.): IEEE Floating-Point Trap Handling

oS User
Trap Software

Alpha Instructions Hardware PAL Handler Handler

CVT{f OUTPUT Exceptions

Exponent overflow Trap Trap Supply [Overflow]
+/-Inf Scale by
+-MAX 2**Alpha

Exponent underflow Supply - - -

and disabled +0

Exponent underflow Supply Trap Supply [Underflow]

and enabled +0 and +/-MIN Scale by

trap denorm 2**Alpha

+-0

Inexact and disabled - - - -

Inexact and enabled Trap Trap - [Inexact]

Other IEEE operations (software subroutines or sequences of instructions), are listed
here for completeness:

Remainder

SQRT

Round float to integer-valued float

Convert binary to/from decimal

Compare, other combinations than the four above
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Table B-2 shows the IEEE standard charts.

Table B-2: IEEE Standard Charts

IEEE Software IEEE Software
TRAP Disabled TRAP Enabled

Exception (IEEE Default) (Optional)
Invalid Operation

(1) Input signaling NaN Quiet NaN

(2) Mag. subtract Inf. Quiet NaN

(3) 0 * Inf. Quiet NaN

(4) 0/0 or Inf/Inf Quiet NaN

(5) x REM 0 or Inf REM y Quiet NaN

(6) SQRT(negative non-zero) Quiet NaN

(7) Cvt to int(ovfl, Inf, NaN) Quiet NaN

(8) Compare unordered Quiet NaN

Division by Zero

x/0, x finite <>0 +/-Inf

Overflow

Round nearest +/-Inf. Res/2**192 or 1536
Round to zero +/-MAX Res/2**192 or 1536
Round to —Inf +MAX/-Inf Res/2**192 or 1536
Round to +Inf +Inf/-MAX Res/2%*192 or 1536
Underflow 0/denorm/+ —MIN Res*2**192 or 1536
Inexact Rounded/ovfl Res

IEEE software trap handler requirements are as follows:

Result is unpredictable unless supplied by trap handler.

Determine which exceptions occurred.

Determine the kind of operation.

Determine the destination format.

Overflow/underflow/inexact: the correctly rounded result, including parts that do
not fit in the format.

Invalid and divzero: the operand values.
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Appendix C
Instruction Encodings

The encodings for the Alpha instruction set are given in the following sections.
There is one section for each instruction format, followed by a summary of all the
instruction opcodes in a single table.

C.1 Memory Format Instructions

Table C-1 lists the hexadecimal values of the 6-bit opcode field for the Memory
format instructions.

Table C—1: Memory Format Instruction Opcodes

Mnemonic Mnemonic Mnemonic
LDA 08 LDAH 09 LDF 20
LDG 21 LDL 28 LDL_L 2A
LDQ 29 LDQ_L 2B LDQ U 0B
LDS 22 LDT 23 STF 24
STG 25 STL 2C STL_C 2E
STQ 2D STQ_C 2F STQ U OF
STS 26 STT 27

Table C—2 lists the hexadecimal values of the 6-bit opcode field and the 16-bit
displacement field for the Memory format instructions that use the displacement
field as a function code. The notation used is o0o.ffff, where oo is the 6-bit opcode and
the ffff is the 16-bit displacement field.

Table C-2: Memory Format Instructions with a Function Code

Mnemonic Mnemonic Mnemonic
FETCH 18.8000 FETCH_M 18.A000 MB 18.4000
RC 18.E000 RPCC 18.C000 RS 18.F000

TRAPB 18.0000

PROGRAMMING NOTE
The code points 18.4400, 18.4800, and 18.4C00 must
operate as Memory Barrier instructions (MB 18.4000).
Software will currently only use the 18.4000 code point
for MB. This allows a weaker memory barrier to be
added.
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Table C-3 lists the hexadecimal values of the high-order two bits of the displacement
field for the Memory format branch instructions. The notation used is 00.h, where
oo is the 6-bit opcode and the 4 is the high-order two bits of the displacement field.

Table C-3: Memory Format Branch Instruction Opcodes

Mnemonic Mnemonic Mnemonic
JMP 1A.0 JSR 1A1 JSR_COROUTINE1A.3
RET 1A.2

C.2 Branch Format Instructions

Table C—4 lists the hexadecimal values of the 6-bit opcode field for the Branch format
instructions.

Table C—4: Branch Format instruction Opcodes

Mnemonic Mnemonic Mnemonic

BR 30 FBEQ 31 FBLT 32
FBLE 33 BSR 34 FBNE 35
FBGE 36 FBGT 37 BLBC 38
BEQ 39 BLT 3A BLE 3B
BLBS 3C BNE 3D BGE 3E
BGT 3F

C.3 Operate Format Instructions

Table C-5 lists the hexadecimal values of the 6-bit opcode field and the 7-bit function
code field for the Operate format instructions. The notation used is oo.ff, where oo is
the 6-bit opcode and the ff is the 7-bit function code field.

Table C-5: Operate Format Instruction Opcodes and Function Codes

Mnemonic Mnemonic Mnemonic
ADDL 10.00 ADDL/V 10.40 ADDQ 10.20
ADDQ/V  10.60 CMPBGE 10.0F CMPEQ 10.2D
CMPLE 10.6D CMPLT 10.4D CMPULE 10.3D
CMPULT 101D SUBL 10.09 SUBL/V 10.49
SUBQ 10.29 SUBQ/V 10.69

S4ADDL  10.02 S4ADDQ 10.22 S4SUBL 10.0B
S4SUBQ 10.2B SSADDL  10.12 SSADDQ 10.32
S8SUBL 10.1B S8SUBQ 10.3B

AND 11.00 BIC 11.08 BIS 11.20
CMOVEQ 11.24 CMOVLBC 11.16 CMOVLBS 11.14
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Table C-5 (Cont.): Operate Format Instruction Opcodes and Function Codes

Mnemonic Mnemonic Mnemonic
CMOVGE 11.46 CMOVGT 11.66 CMOVLE 11.64
CMOVLT 1144 CMOVNE 11.26 EQV 11.48
ORNOT 11.28 XOR 11.40

EXTBL 12.06 EXTLH 12.6A EXTLL 12.26
EXTQH 12.7A EXTQL 12.36 EXTWH 12.5A
EXTWL 12.16 INSBL 12.0B INSLH 12.67
INSLL 12.2B INSQH 12.77 INSQL 12.3B
INSWH 12.57 INSWL 12.1B MSKBL 12.02
MSKLH 12.62 MSKLL 12.22 MSKQH 12.72
MSKQL 12.32 MSKWH 12,52 MSKWL 12.12
SLL 12.39 SRA 12.3C SRL 12.34
ZAP 12.30 ZAPNOT 1231

MULL 13.00 MULL/V 1340 MULQ 13.20
MULQ/V 13.60 UMULH 13.30

C.4 Floating-Point Operate Format

Table C—6 lists the hexadecimal values of the 11-bit function code field for the
Floating-point Operate format instructions that are data type independent. The
6-bit opcode for these instructions is 17;¢.

Table C—6: Function Codes for Floating Data Type Independent Operations

Mnemonic Mnemonic Mnemonic
CPYS 020 CPYSE 022 CPYSN 021
CVTLQ 010 CVTQL 030 CVTQL/SV 530
CVTQL/V 130

FCMOVEQ 02A FCMOVGE 02D FCMOVGT O02F
FCMOVLE O02E FCMOVLT 02C FCMOVNE 02B
MF_FPCR 025 MT_FPCR 024

Instruction Encodings
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C.4.1 IEEE Floating-Point Instructions

Table C-7 lists the hexadecimal value of the 11-bit function code field for the
IEEE floating-point instructions, with and without qualifiers. The opcode for these
instructions is 16,¢.

Table C-7: IEEE Floating-Point Instruction Function Codes
None /C ™M /D 18] /u€c /UM /UD

ADDS 080 000 040 O0CO 180 100 140 1CO
ADDT 0OA0 020 060 OEO0O 1A0 120 160 1E0
CMPTEQ 0A5
CMPTLT 0A6
CMPTLE 0A7
CMPTUN 0A4

CVTQS 0BC 03C 07C OFC

CvTQT OBE O03E 07E OFE

CVTITS 0OAC 02C 06C OEC 1AC 12C 16C 1EC
DIVS 083 003 043 0C3 183 103 143 1C3
DIVT 0A3 023 063 OE3 1A3 123 163 1E3
MULS 082 002 042 0C2 182 102 142 1C2
MULT 0A2 022 062 OE2 1A2 122 162 1E2
SUBS 081 001 041 o0C1 181 101 141 1C1
SUBT 0A1 021 061 OE1 1A1 121 161 1E1

/SU /SUC /SUM /SUD /SUI /SUIC /SUIM /SUID

ADDS 580 500 540 5CO0 780 700 740 7CO
ADDT 5A0 520 560 5E0 T7A0 720 760 7EO0
CMPTEQ 5A5
CMPTLT 5A6
CMPTLE 5A7
CMPTUN 5A4

CVTQS 7BC 73C 77C TFC
CvTQT 7TBE 73E T77E T7FE
CVITS 5AC 52C 56C 5EC 7AC 72C 76C T7EC
DIVS 583 503 543 5C3 783 703 743 7C3
DIVT 5A3 523 563 5E3 TA3 723 763 T7E3
MULS 582 502 542 5C2 782 702 742 7C2
MULT 5A2 522 562 5E2 TA2 722 762 TE2
SUBS ' 581 501 541 5C1 781 701 741 7C1
SUBT 5A1 521 561 5E1 7A1 721 761 7E1

None /C A% NNC /SV  /SVC /SVI /SVIC

CVITQ OAF O02F 1AF 12F 5AF 52F 7AF T72F

C—4 Appendixes



Table C-7 (Cont.): IEEE Floating-Point Instruction Function Codes
D /VD /SVD /SVID M /VM /SVM /SVIM

CVITQ OEF 1EF bGEF 7EF O06F 16F 56F 76F

PROGRAMMING NOTE
Since underflow cannot occur for CMPTxx, there is no
difference in function or performance between CMPTxx
/S and CMPTxx/SU. It is intended that software
generate CMPTxx/SU in place of CMPTxx/S.

C.4.2 VAX Floating-Point Instructions

Table C-8 lists the hexadecimal value of the 11-bit function code field for the VAX
floating-point instructions. The opcode for these instructions is 15,¢.

Table C-8: VAX Floating-Point Instruction Function Codes
None /C g maec /s /SC /SU /SUC

ADDF 080 000 180 100 480 400 580 500
CVTDG 09E O0lE 19E 11E 49E 41E 59E 51E
ADDG 0A0 020 1A0 120 4A0 420 5A0 520
CMPGEQ 0A5 4A5

CMPGLT 0A6 4A6

CMPGLE 0A7 4A7

CVTGF 0AC 02C 1AC 12C 4AC 42C B5AC 52C
CVTGD OAD 02D 1AD 12D 4AD 42D 5AD 52D
CVTQF 0BC 03C

CVTQG OBE O03E

DIVF 083 003 183 103 483 403 583 503
DIVG 0A3 023 1A3 123 4A3 423 5A3 523
MULF 082 002 182 102 482 402 582 502

MULG 0A2 022 1A2 122 4A2 422 5A2 522

SUBF 081 001 181 101 481 401 581 501

SUBG 0A1 021 1A1 121 4A1 421 5A1 521

None /C v NC /S /SC /SV  /SVC

CVTGQ OAF 02F 1AF 12F 4AF 42F 5AF 52F
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C.5 Opcode Summary

Table C-9 lists all Alpha opcodes from 00 (CALL_PALL) through 3F (BGT). In the
table, the column headings appearing over the instructions have a granularity of
8;6- The rows beneath the leftmost column supply the individual hex number to
resolve that granularity.

If an instruction column has a 0 in the right (low) hex digit, replace that 0 with the
number to the left of the backslash in the leftmost column on the instruction’s row.
If an instruction column has an 8 in the right (low) hexadecimal digit, replace that
8 with the number to the right of the backslash in the leftmost column.

For example, the third row (2/A) under the 10, column contains the symbol INTS*,
representing the all integer subtract instructions. The opcode for those instructions
would then be 12,4 because the 0 in 10 is replaced by the 2 in the leftmost
column. Likewise, the third row under the 18,4 column contains the symbol JSR*,
representing all jump instructions. The opcode for those instructions is 1A because
the 8 in the heading is replaced by the number to the right of the backslash in the
leftmost column.

The instruction format is listed under the instruction symbol.
The symbols in Table C-9 are explained in Table C-10.
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Table C-9: Opcode Summary

00 08 10 18 20 28 30 38
0/8 PAL* LDA INTA* MISC* LDF LDL BR BLBC
(pal) (mem) (op) (mem) (mem) (mem) (br) (br)
1/9 Res LDAH INTL* \PAL\ LDG LDQ FBEQ BEQ
(mem) (op) (mem) (mem) (br) (br)
2/A Res Res INTS* JSR* LDS LDL_L FBLT BLT
(op) (mem) (mem) (mem) (br) (br)
3/B Res LDQ U INTM* \PAL\ LDT LDQ L FBLE BLE
(mem) (op) (mem) (mem) (br) (br)
4/C Res Res Res Res STF STL BSR BLBS
(mem) (mem) (br) (br)
5/D Res Res FLTV* \PAL\ STG STQ FBNE BNE
(op) (mem) (mem) (br) (br)
6/E Res Res FLTI* \PAL\ STS STL_C FBGE BGE
(op) (mem) (mem) (br) (br)
/F Res STQ_U FLTL* \PAL\ STT STQ_C FBGT BGT
(mem) (op) (mem) (mem) (br) (br)

Table C-10: Key to Opcode Summary (Table C-9)

Symbol Meaning

FLTT* IEEE floating-point instruction opcodes
FLTL* Floating-point Operate instruction opcodes
FLTV* VAX floating-point instruction opcodes
INTA* Integer arithmetic instruction opcodes
INTL* Integer logical instruction opcodes
INTM* Integer multiply instruction opcodes
INTS* Integer subtract instruction opcodes
JSR¥* Jump instruction opcodes

MISC* Miscellaneous instruction opcodes

PAL¥* PAlLcode instruction (CALL_PAL) opcodes
\PAL\ Reserved for PALcode

Res Reserved for Digital
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C.6 OpenVMS PALcode Format Instructions

Sections C.6.1 and C.6.2 list the OpenVMS Alpha unprivileged and privileged
PALcode function codes.
C.6.1 Unprivileged OpenVMS PALcode Function Codes

Table C-11 lists the hexadecimal values of the 26-bit function code field for the
unprivileged OpenVMS PALcode format instructions. The 6-bit opcode for the
PALcode instructions is zero.

Table C-11: Unprivileged OpenVMS PALcode Function codes

Mnemonic Mnemonic Mnemonic
AMOVRM 00A1 AMOVRR 00A0 BPT 0080
BUGCHK 0081 CHME 0082 CHMK 0083
CHMS 0084 CHMU 0085 GENTRAP 00AA
IMB 0086 INSQHIL 0087 INSQHILR 00A2
INSQHIQ 0089 INSQHIQR 00A4 INSQTIL 0088
INSQTILR 00A3 INSQTIQ 008A INSQTIQR 00A5
INSQUEL 008B INSQUEL/D 008D INSQUEQ 008C
INSQUEQ/D 008E PROBER 008F PROBEW 0090
RD_PS 0091 READ_UNQ 009E REI 0092
REMQHIL 0093 REMQHILR 00A6 REMQHIQ 0095
REMQHIQR 00A8 REMQTIL 0094 REMQTILR 00A7
REMQTIQ 0096 REMQTIQR 00A9 REMQUEL 0097
REMQUEL/D 0099 REMQUEQ 0098 REMQUEQ/D 009A
RSCC 009D SWASTEN 009B WRITE_UNQ 009F
WR_PS_SW 009C

C.6.2 Privileged OpenVMS PALcode Function Codes

Table C-12 lists the hexadecimal values of the 26-bit function code field for the
privileged OpenVMS PALcode format instructions. The 6-bit opcode for the PALcode
instructions is zero.

Table C-12: Privileged OpenVMS PALcode Function Codes

Mnemonic Mnemonic Mnemonic

CFLUSH 0001 DRAINA 0002 HALT 0000
LDQP 0003

MFPR_ASN 0006 MFPR_ASTEN 0026 MFPR_ASTSR 0027
MFPR_ESP 001E MFPR_FEN 000B MFPR_IPL 000E
MFPR_MCES 0010 MFPR_PCBB 0012 MFPR_PRBR 0013
MFPR_PTBR 0015 MFPR_SCBB 0016 MFPR_SISR 0019
MFPR_SSP 0020 MFPR_TBCHK O001A MFPR_USP 0022
MFPR_VPTB 0029 MFPR_WHAMI 003F
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Table C-12 (Cont.): Privileged OpenVMS PALcode Function Codes

Mnemonic Mnemonic Mnemonic
MTPR_ASTEN 0007 MTPR_ASTSR 0008 MTPR_DATFX 002E
MTPR_ESP 001F MTPR_FEN 000C MTPR_IPIR 000D
MTPR_IPL 000F MTPR_MCES 0011 MTPR_PERFMON 002B
MTPR_PRBR 0014 MTPR_SCBB 0017 MTPR_SIRR 0018
MTPR_SSP 0021 MTPR_TBIA 001B MTPR_TBIAP 001C
MTPR_TBIS 001D MTPR_TBISD 0024 MTPR_TBISI 0025
MTPR_USP 0023 MTPR_VPTB 002A

STQP 0004 SWPCTX 0005 unused 0009
unused 000A

C.7 Unprivileged OSF/1 PALcode Function Codes

Table C-13 lists lists the hexadecimal values of the 26-bit function code field for
the unprivileged OSF/1 PALcode instructions. The 6-bit opcode for the PALcode
instructions is zero.

Table C-13: Unprivileged OSF/1 PALcode Function Codes

Mnemonic Mnemonic Mnemonic
bpt 0080 bugchk 0081 callsys 0083
gentrap 00AA imb 0086 rdunique  009E

wrunique 009F

C.8 Privileged OSF/1 PALcode function codes

Table C—-14 lists lists the hexadecimal values of the 26-bit function code field for
the unprivileged OSF/1 PALcode instructions. The 6-bit opcode for the PALcode
instructions is zero.

Table C-14: Privileged OSF/1 PALcode Function Codes

Mnemonic Mnemonic Mnemonic

halt 0000 rdps 0036 rdusp 003A
rdval 0032 retsys 003D rti 003F
swpctx 0030 swpipl 0035 tbi 0033
whami 003C wrent 0034 wrfen 002B
wrkgp 0037 wrusp 0038 wrval 0031

wrvptptr 002D
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C.9 Required PALcode Function Codes
The opcodes listed in Table C-15 are required for all Alpha implementations. The

notation used is oo.ffff, where oo is the hexadecimal 6-bit opcode and ffff is the
hexadecimal 26-bit function code.

Table C-15: Required PALcode Function Codes

Mnemonic Type Function Code
DRAINA  Privileged 00.0002
HALT Privileged 00.0000
IMB Unprivileged 00.0086

C.10 Opcodes Reserved to PALcode

The opcodes listed in Table C-16 are reserved for use in implementing PALcode.

Table C-16: Opcodes Reserved for PALcode

Mnemonic Mnemeonic Mnemonic
PAL19 19 PAL1B 1B PAL1D 1D
PAL1E 1E PAL1F 1F

C.11 Opcodes Reserved to Digital
The opcodes listed in Table C—17 are reserved to Digital.

Table C-17: Opcodes Reserved for Digital

Mnemonic Mnemonic Mnemonic
OPCo01 01 OPCO02 02 OPCO03 03
OPC04 04 OPCO05 05 OPCO06 06
OPCO07 07 OPCOA 0A OPCoOC 0oC
OPCOD 0D OPCOE OE OPC14 14
OPC1C 1C

C-10 Appendixes



A

Aborts, forcing, (I), 6-5
Absolute longword queue, (II), 2-21
Absolute quadword queue, (II), 2-25
Access control violation (ACV) fault, (II), 6-10
has precedence, (II), 3-13
memory protection, (1), 3-8
service routine entry point, (II), 6-26
Access-violation fault, (III), 3-10
ADDF instruction, (I), 4-88
ADDG instruction, (I), 4-88
Add instructions
See also Floating-point operate
add longword, (1), 4-23
add quadword, (1), 4-25
add scaled longword, (1), 4-24
add scaled quadword, (1), 4-26
ADDL instruction, (I), 4-23
ADDQ instruction, (I), 4-25
Address space match (ASM)
bit in PTE, (II), 3—4; (III), 34
TBIAP register uses, (II), 5-25
virtual cache coherency, (I), 5—4
Address space number (ASN)
defined, (III), 1-2
described, (III), 3-8
in HWPCB, (II), 4-2
privileged context, (II), 2-91
range supported, (II), 3-12
TBCHK register uses, (II), 5-22
TBIS register uses, (II), 5-26
translation buffer with, (1), 3-11
virtual cache coherency, (I), 54
Address space number (ASN) register, (1),
54
Address translation
algorithm to perform, (II), 3-9
page frame number (PFN), (II), 3-9
page table structure, (1I), 3-8
performance enhancements, (II), 3-10
translation buffer with, (1), 3-11
virtual address segment fields, (II), 3-9
ADDS instruction, (1), 489
ADDT instruction, (I), 4-89
Aligned byte/word memory accesses, A-11

ALIGNED data objects, (I), 1-9
Alignment

atomic longword, (I), 5-2

atomic quadword, (I), 5-2

D_floating, (I), 2-7

data alignment trap, (II), 6-16

data considerations, A—6

double-width data paths, A-1

F_floating, (I), 2-5

G_floating, (I), 2-6

instruction, A-2

longword, (1), 2-2

longword integer, (I), 2-11

memory accesses, A-11

program counter (PC), (II), 6-6

quadword, (I), 2-3

quadword integer, (I), 2-11

S_floating, (1), 2-8

stack, (1), 6-31

T_floating, (I), 2-10

when data is unaligned, (II), 6-27
Alpha architecture

See also Conventions

addressing, (1), 2-1

overview, (I), 1-1

porting operating systems to, (I), 1-1

programming implications, (I), 5-1

registers, (I), 3-1

security, (I), 1-7
Alpha privileged architecture library

See PALcode
AMOVRM (PALcode) instruction, (II), 2-76
AMOVRR (PALcode) instruction, (II), 2-76
AND instruction, (I), 4-37
Arithmetic exceptions

See Arithmetic traps
Arithmetic instructions, (1), 4-22

See also specific arithmetic instructions
Arithmetic left shift instruction, (I), 4-36
Arithmetic trap entry (entArith) register,

(11, 1-2, 5-3, 54

Arithmetic traps

defined, (ID), 6-9; (III), 5-1

described, (1I), 6-12
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Arithmetic traps (cont’d)
division by zero, (1), 4-63; (II), 6-14; (III),
5-5
F31 as destination, (II), 6-12
inexact result, (I), 4-64; (ID), 6-15; (III),

5-5

integer overflow, (I), 4-64; (II), 6-15;
(I1I), 5-5

invalid operation, (1), 4-63; (I1I), 6-14;
(IID, 5-5

overflow, (I), 4-63; (1), 6-15; (III), 5-5
program counter (PC) value, (II), 6-14
programming implications for, (1), 5-21
R31 as destination, (II), 6-12
recorded for software, (II), 6-13
REI instruction with, (II), 6-9
service routine entry point, (II), 6-27
system entry for, (III), 5-3, 54
TRAPB instruction with, (I), 4-120
underflow, (I), 4-63; (1I), 6-15; (II), 5-5
when registers affected by, (II), 6-13
AST enable (ASTEN) register
changing access modes in, (II), 4-3
described, (1), 5-5
in HWPCB, (1), 4-2
interrupt arbitration, (II), 6-35
operation (with ASTs), (1), 4-3
privileged context, (1I), 2-91
SWASTEN instruction with, (1), 2-19
AST summary (ASTSR) register
described, (II), 5-7
indicates pending ASTs, (II), 4-3
in HWPCB, (1I), 42
interrupt arbitration, (II), 6-34
privileged context, (II), 2-91
Asynchronous system traps (AST)
ASTEN/ASTSR registers with, (1), 4-3
initiating, (II), 4-3
interrupt, defined, (II), 6—20
service routine entry point, (II), 6-27
with PS register, (II), 4-3
Atomic access, (I), 5-2
Atomic move operations, (II), 2-76
Atomic operations
accessing longword datum, (1), 5-2
accessing quadword datum, (1), 5-2
modifying page table entry, (II), 3-7
updating shared data structures, (I), 5-6
using load locked and store conditional, (I),
5-7
Atomic sequences, A-17

Barrier instructions
shared data structures and, (I), 8-10

Index—2

Barrier instructions (cont’d)

use in I/O space read/write ordering, (I),
8-2,8-8

BEQ instruction, (1), 4-17

B field (mailbox), (I), 8-5

BGE instruction, (1), 4-17

BGT instruction, (I), 4-17

BIC instruction, (I), 4-37

BIS instruction, (1), 4-37

BLBC instruction, (1), 4-17

BLBS instruction, (1), 4-17

BLE instruction, (1), 4-17

BLT instruction, (1), 4-17

BNE instruction, (1), 4-17

Boolean instructions, (I), 4-36
logical functions, (I), 4-37

Boolean stylized code forms, A-14

bpt (PALcode) instruction, (III), 2—-2
required recognition of, (I), 64

BPT (PALcode) instruction, (II), 2—4
required recognition of, (1), 6—4
service routine entry point, (II), 6-28
trap information, (II), 6-16

Branch instruction format, (I), 3-10

Branch instructions, (1), 4-16
See also Control instructions
backward conditional, (I), 4-17
conditional branch, (I), 4-17
displacement, (I), 4-17
floating-point, summarized, (I), 4-77
forward conditional, (I), 4-17
opcodes for, C—2
unconditional branch, (1), 4-19

Branch prediction model, (1), 4-15

Branch prediction stack, with BSR

instruction, (I), 4-19

Breakpoint exception, initiating, (II), 2—4

Bridge
defined, (1), 8-1
MBPR DON bit with, (1), 8-6
prefetch interrupts, (1), 8-12
with I/O space granularity, (1), 8-7

BR instruction, (1), 4-19

BSR instruction, (1), 4-19

Bugcheck exception, initiating, (II), 2-5

bugchk (PALcode) instruction, (II1I), 2-3
required recognition of, (1), 6—4

BUGCHK (PALcode) instruction, (II), 2-5
required recognition of, (1), 64
service routine entry point, (1I), 6-28
trap information, (II), 6-16

Byte_within_page field, (1), 3-2; (1II), 3-2

Byte data type, (1), 2-1

Byte manipulation instructions, (1), 442



Byte manipulation instructions (cont’d)

See also Extract instructions; Insert
instructions; Mask instructions

Cc

Cache coherency
barrier instructions for, (I), 5-20
defined, (1), 5-1
I/O space access, (I), 8-2
in multiprocessor environment, (1), 5-5
with DMA, (1), 8-10
Caches
design considerations, A-1
flushing physical page from, (II), 2-84
I-stream considerations, A-5
MB and IMB instructions with, (I), 5-20
requirements for, (I), 54
translation buffer conflicts, A—8
with powerfail/recovery, (I), 54
CALL_PAL (call privileged architecture
library) instruction, (1), 4-114
callsys (PALcode) instruction, (III), 2—4
entSys with, (III), 5-8
stack frames for, (11I), 5-3
Canonical form, (I), 4-64
CFLUSH (PALcode) instruction, (II), 2-84
with powerfail, (II), 6-22
Changed datum, (1), 5-5
CHME (PALcode) instruction, (II), 2—6
service routine entry point, (II), 6-28
trap initiation, (II), 6-17
CHMK (PALcode) instruction, (II), 2-7
service routine entry point, (1), 6-28
trap initiation, (II), 6-17
CHMS (PALcode) instruction, (II), 2-8
service routine entry point, (1), 6-28
trap initiation, (II), 6-17
CHMU (PALcode) instruction, (II), 2-9
service routine entry point, (1I), 6-28
trap initiation, (II), 6-17
Clear a register, A-13
CMD field (mailbox), (I), 8-5
CMOVEQ instruction, (I), 4-38
CMOVGE instruction, (I), 4-38
CMOVGT instruction, (I), 4-38
CMOVLBC instruction, (I), 4-38
CMOVLBS instruction, (I), 4-38
CMOVLE instruction, (I), 4-38
CMOVLT instruction, (1), 4-38
CMOVNE instruction, (I), 4-38
CMPBGE instruction, (I), 444
CMPEQ instruction, (1), 4-27
CMPGERQ instruction, (I), 4-91
CMPGLE instruction, (I), 4-91

CMPGLT instruction, (I), 4-91
CMPLE instruction, (I), 4-27
CMPLT instruction, (1), 4-27
CMPTEQ instruction, (I), 4-92
CMPTLE instruction, (I), 4-92
CMPTLT instruction, (I), 4-92
CMPTUN instruction, (I), 4-92
CMPULE instruction, (1), 4-28
CMPULT instruction, (I), 4-28
Code forms, stylized, A-12

Boolean, A-14

load literal, A-13

negate, A-14

NOP, A-13

NOT, A-14

register, clear, A-13

register-to-register move, A-14
Code sequences, A-11
Coherency, cache, (1), 5-1
Compare instructions

See also Floating-point operate
compare byte, (I), 444
compare integer signed, (1), 4-27
compare integer unsigned, (1), 4-28
Conditional move instructions, (I), 4-38
See also Floating-point operate
Console, overview, (I), 7-1
Context switching
See also Hardware; Process
defined, (II), 4-1
hardware, (II), 4-2
initiating, (II), 2-90
raising IPL while, (II), 44
software, (II), 42
Control instructions, (1), 4-15
Control stream DMA, (I), 8-11
Conventions
code examples, (1), 1-10
extents, (I), 1-8
figures, (I), 1-9
instruction format, (I), 3-8
notation, (1), 3-8
numbering, (I), 1-7
ranges, (1), 1-8
/C opcode qualifier
IEEE floating-point, (1), 4-60
VAX floating-point, (I), 4-60
Corrected error interrupts, logout area for,
11, 6-24
CPSY instruction, (1), 4-83
CPSYN instruction, (1), 4-83
CPYSE instruction, (1), 4-83
Current mode field, in PS register, (1), 6—6

Index—3



Current PC, (II), 6-2
CVTDG instruction, (I), 4-96
CVTGD instruction, (I), 4-96
CVTGF instruction, (I), 4-96
CVTGQ instruction, (1), 4-94
CVTLQ instruction, (I), 484
CVTQF instruction, (1), 4-95
CVTQG instruction, (I), 4-95
CVTQL instruction, (I), 4-84
CVTQS instruction, (I), 4-99
CVTQT instruction, (I), 4-99
CVTTQ instruction, (I), 4-98
CVTTS instruction, (1), 4-100

D

D_floating data type, (), 2-6
alignment of, (I), 2-7
mapping, (I), 26
restricted, (1), 2-7

Data alignment, A—6

Data alignment trap, (1I), 6-15

Data alignment trap fixup (DAT) bit, in

HWPCB, (1), 4-2
Data alignment trap fixup (DATFX) register,
(In, 5-9

Data alignment traps
memory management, (II), 6-16
registers used, (II), 6-16; (1II), 54
service routine entry point, (II), 6-27
system entry for, (III), 5-8

Data format, overview, (I), 1-3

Data sharing (multiprocessor), A-7
synchonization requirement, (1), 5-5

Data stream considerations, A-6

Data stream DMA, (1), 8-11

Data structures, shared, (I), 5-5

Data types
byte, (I) ’ 2-1
IEEE floating-point, (I), 2-7
longword, (I), 2-2
longword integer, (1), 2-10
quadword, (1), 2-2
quadword integer, (1), 2-11
unsupported in hardware, (1), 2-12
VAX floating-point, (1), 2-3
word, (I), 2-1

Denormal, (1), 4-58

Devices
local, (1), 8-1
remote, (1), 8-1
shared data structures and, (I), 8-10

Dirty zero, (I), 4-58

DIVF instruction, (1), 4-102

Index—4

DIVG instruction, (1), 4-102
Division
integer, A-12
performance impact of, A-12
Division by zero trap, (II), 6-14; (III), 5-5
DIVS instruction, (1), 4-104
DIVT instruction, (1), 4-104
DMA, (D), 8-10
atomic, (1), 8-10
control stream, (1), 8-11
data stream, (1), 8-11
defined, (1), 8-2
interrupts with, (1), 8-12
DON field (mailbox), (I), 86
/D opcode qualifier
FPCR (floating-point control register), (I),
4-64
IEEE floating-point, (1), 460
draina (PALcode) instruction, (I), 6-5
DRAINA (PALcode) instruction, (1), 6-5
Dual-issue instruction considerations, A—-2
DZE bit
exception summary parameter, (II), 6-13
exception summary register, (III), 5-5

E

entArith

See Arithmetic trap entry
entIF

See Instruction fault entry
entInt

See Interrupt entry

entMM
See Memory-management fault entry
entSys
See System call entry
EQYV instruction, (), 4-37
ERR field (mailbox), (I), 8—6
Error checking, (I), 86
Errors, processor
corrected, (II), 623
uncorrected, (II), 6-23
Errors, system
corrected, (1I), 6-22
uncorrected, (II), 6—22
Exceptional events
actions, summarized, (II), 6-2
defined, (11), 6-1
Exception handlers, B-2
TRAPB instruction with, (I), 4-120
Exception register write mask, (III), 5-6



Exceptions

See also Arithmetic traps; Faults;
Synchronous traps
actions, summarized, (1), 6-2
defined, (IID), 5-1
initiated before interrupts, (II), 6-18
initiated by PALcode, (1), 6-31
introduced, (II), 6-8
processor state transitions, (1), 6-36
stack frames, (I1I), 6-7
stack frames for, (III), 5-3
Exception service routines
entry point, (1I), 6-26
introduced, (1I), 6-8
Exception summary parameter, (1), 6-13
Exception summary register, (III), 5-2, 5-6
format of, (I1I), 54
Executive read enable (ERE), bit in PTE, (1I),
3-5
Executive stack pointer (ESP)
as internal processor register, (1), 5-1
in HWPCB, (II), 4-2
Executive stack pointer (ESP) register, (1),
5-27
Executive write enable (EWE), bit in PTE,
(11, 3-6
EXTBL instruction, (1), 446
EXTLH instruction, (1), 446
EXTLL instruction, (I), 446
EXTQH instruction, (1), 446
EXTQL instruction, (1), 4-46
Extract instructions (list), (1), 4-46
EXTWH instruction, (I), 4-46
EXTWL instruction, (1), 446

F

F_floating data type, (I), 2-3
alignment of, (I), 2-5
compared to IEEE S_floating, (I), 2-8
MAX/MIN, (1), 4-58
operations, (1), 4-64
when data is unaligned, (1), 6-27
Fault on execute (FOE), (II), 6-12
bit in PTE, (II), 3—4; (III), 3—4
service routine entry point, (II), 6-26
software usage of, (II), 6-12
Fault-on-execute fault, (III), 3-10
Fault on read (FOR), (II), 6-10
bit in PTE, (II), 3—4; (III), 3-5
service routine entry point, (II), 6-26
software usage of, (II), 6-10
Fault-on-read fault, (III), 3-10
Fault on write (FOW), (II), 6-11
bit in PTE, (II), 3—4; (III), 3-5
service routine entry point, (1), 6-26

Fault on write (FOW) (cont’d)
software usage of, (II), 6-11
Fault-on-write fault, (III), 3-10
Faults
access control violation, (II), 6-10
defined, (1), 6-8; (III), 5-1
fault on execute, (II), 6-12
fault on read, (II), 6-10
fault on write, (II), 6-11
floating-point disabled, (II), 6-10
memory management, (III), 3-9
MM flag, (II), 6-10
program counter (PC) value, (II), 6-8
REI instruction with, (II), 6-8
translation not valid, (II), 6-10
FBEQ instruction, (I), 4-78
FBGE instruction, (I), 4-78
FBGT instruction, (I), 4-78
FBLE instruction, (I), 4-78
FBLT instruction, (I), 4-78
FBNE instruction, (1), 4-78
FCMOVEQ instruction, (I), 4-85
FCMOVGE instruction, (I), 4-85
FCMOVGT instruction, (I), 4-85
FCMOVLE instruction, (I), 4-85
FCMOVLT instruction, (I), 4-85
FCMOVNE instruction, (I), 4-85
FETCH (prefetch data) instruction, (I), 4-115
performance optimization, A-10
FETCH_M (prefetch data, modify intent)
instruction, (I), 4-115
performance optimization, A-10
Finite number, Alpha, contrasted with VAX,
D), 4-57
Floating-point branch instructions, (1), 4-77
Floating-point control register (FPCR), (I),
464
accessing, (1), 4-66
at processor initialization, (I), 4-67
bit descriptions, (I), 465
instructions to read/write, (I), 4-87
operate instructions that use, (1), 4-80
saving and restoring, (1), 467
Floating-point convert instructions, (), 3-12
Floating-point disabled fault, (II), 6-10
service routine entry point, (II), 6-26
Floating-point division, performance impact
of, A-12
Floating-point enable (FEN) register
defined, (III), 1-3
described, (II), 5-10
in HWPCB, (1I), 4-2
privileged context, (II), 2-91
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Floating-point format, number representation
(encodings), (I), 4-58
Floating-point instructions
branch (list), (I), 4-77
faults, (I), 4-56
introduced, (I), 4-56
memory format (list), (1), 4-68
operate (list), (I), 4-80
rounding modes, (1), 4-59
terminology, (1), 4-57
trapping modes, (1), 4-60
traps, (I), 4-56
Floating-point load instructions, (I), 4-68
load F_floating, (I), 4-69
load G_floating, (1), 4-70
load S_floating, (I), 4-71
load T_floating, (I), 4-72
with nonfinite values, (1), 4-68
Floating-point operate instructions, (I), 4-80
add (IEEE), (1), 4-89
add (VAX), (I), 4-88
compare (IEEE), (I), 4-92
compare (VAX), (I), 4-91
conditional move, (I), 4-85
convert IEEE floating to IEEE floating, (I),
4-100
convert IEEE floating to integer, (1), 4-98
convert integer to IEEE floating, (I), 4-99
convert integer to integer, (I), 4-84
convert integer to VAX floating, (I), 4-95
convert VAX floating to integer, (I), 4-94
convert VAX floating to VAX floating, (I),
4-96
copy sign, (1), 4-83
divide (IEEE), (I), 4-104
divide (VAX), (), 4-102
format of, (I), 3-11
move from/to FPCR, (I), 4-87
multiply IEEE), (1), 4-107
multiply (VAX), (1), 4-106
opcodes for, C-3
subtract IEEE), (D), 4-111
subtract (VAX), (I), 4-109
Floating-point registers, (1), 3-2
Floating-point rounding modes
IEEE, (1), 4-59
VAX, (D), 4-59
Floating-point single-precision operations, (I),
4-64
Floating-point store instructions, (1), 468
store F_floating, (I), 4-73
store G_floating, (), 4-74
store S_floating, (I), 4-75
store T_floating, (1), 4-76
with nonfinite values, (1), 468
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Floating-point support
FPCR (floating-point control register), (1),
4-64

IEEE, (1), 2-7
IEEE standard 754-1985, (I), 467
instruction overview, (I), 4-56
longword integer, (I), 2-10
operate instructions, (I), 4-80
optional with Alpha, (I), 4-2
quadword integer, (I), 2-11
rounding modes, (I), 4-59
single-precision operations, (1), 464
trap modes, (I), 4-60
VAX, (D), 2-3
Floating-point trapping modes, (I), 4-60
See also Arithmetic traps
imprecision from pipelining, (I), 4-62
FOE
See Fault on execute
FOR
See Fault on read
FOW
See Fault on write
FPCR (floating-point control register)
See Floating-point control register (FPCR)
Frame pointer (FP), register linkage for, (1II),
1-1

G

G_floating data type, (I), 2-5
alignment of, (I), 2-6
mapping, (1), 2-5
MAX/MIN, (D), 4-58
when data is unaligned, (1), 6-27
gentrap (PALcode) instruction, (III), 2-5
required recognition of, (I), 6—4
GENTRAP (PALcode) instruction, (II), 2-10
required recognition of, (I), 6—4
trap information, (1), 6-17
Global pointer (GP), register linkage for, (III),
11
Granularity hint (GH)
bits in PTE, (1II), 3-5; (1II), 34

H

halt (PALcode) instruction, (1), 66
HALT (PALcode) instruction, (1), 6—6
Hardware context, (III), 4-1
Hardware interrupts

interprocessor, (II), 6-21

interval clock, (II), 620

powerfail, (II), 6-22

servicing, (III), 5-6




Hardware nonprivileged context, (II), 4-3
Hardware privileged context, (II), 42
switching, (II), 4-2
Hardware privileged context block (HWPCB)
format, (II), 42
original built by HWRPB, (1I), 44
PCBB register, (II), 5-16
process unique value in, (1), 2-80
specified by PCBB, (II), 4-2
swapping ownership, (1), 2-90
writing to, (1I), 4-3
Hardware restart parameter block (HWRPB)
interval clock interrupt, (1I), 6-20
logout area, (II), 624
Hose, (1), 8-1
HOSE field (mailbox), (I), 8-5
HWPCB
See Hardware privileged context block
HWRPB
See Hardware restart parameter block

I/O access granularity, (I), 8-2
I/O bus, tightly coupled, (1), 8-1
I/O device interrupts, (II), 6-20
I/O devices, service routine entry points, (1),
6-29
1/O implementation dependencies, (1), 8-13
1/O space, local, (1), 82
I/O space, remote, (I), 8-2
1/O space read/write ordering, (I), 8-2, 8-7
I/O subsystem design, implementation
considerations, (I), 8-13
IEEE convert-to-integer trap mode,
instruction notation for, (1), 4-61
IEEE floating-point
See also Floating-point instructions
exception handlers, B-2
format, (1), 2-7
FPCR (floating-point control register), (I),
4-64

hardware support, B-1
NaN, (D), 2-8
options, B-1
S_floating, (I), 2-8
standard, mapping to, B-3
standard charts, B-10
T_floating, (1), 2-9
trap handling, B4
trap modes, (I), 4-62

IEEE floating-point instructions
add instructions, (1), 4-89
compare instructions, (I), 4-92
convert from integer instructions, (I), 4-99

IEEE floating-point instructions (cont’d)

convert IEEE floating format instructions,
@, 4-100
convert to integer instructions, (I), 4-98
divide instructions, (1), 4-104
multiply instructions, (1), 4-107
opcodes for, C4
operate instructions, (I), 4-80
qualifiers, summarized, C—4
subtract instructions, (), 4-111
IEEE rounding modes, (I), 4-59
IEEE standard
conformance to, B-1
mapping to, B-3
support for, (1), 4-67
IEEE trap modes, required instruction
notation, (1), 4-61
IGN (ignore), (1), 1-9
Illegal instruction trap, (II), 6-16
service routine entry point, (II), 6-28
Illegal operand trap, service routine entry
point, (II), 6-28
Illegal PALcode operand trap, (II), 6-17
imb (PALcode) instruction, (I), 6-7
IMB (PALcode) instruction, (I), 5-17, 67
virtual I-cache coherency, (I), 5-5
IMP (implementation dependent), (1), 1-9
INE bit
exception summary parameter, (1I), 6-13
exception summary register, (III), 5-5
Inexact result trap, (II), 6-15; (III), 5-5
Infinity, (I), 4-57
Input/output interrupts, (1), 6—22
INSBL instruction, (1), 4-50
Insert instructions (list), (I), 4-50
Insert into queue PALcode instructions
longword at head interlocked, (II), 2-31
longword at head interlocked resident, (1),
2-33, 2—48
longword at tail interlocked, (II), 2-39
longword at tail interlocked resident, (II),
2-42, 2-50
quadword at head interlocked, (II), 2-35
quadword at head interlocked resident,
an, 2-37
quadword at tail interlocked, (II), 2—44
quadword at tail interlocked resident, (II),
2-46
INSLH instruction, (I), 4-50
INSLL instruction, (I), 4-50
INSQHIL (PALcode) instruction, (II), 2-31
INSQHILR (PALcode) instruction, (II), 2-33
INSQH instruction, (1), 4-50
INSQHIQ (PALcode) instruction, (II), 2-35
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INSQHIQR (PALcode) instruction, (II), 2-37
INSQL instruction, (I), 4-50
INSQTIL (PALcode) instruction, (II), 2-39
INSQTILR (PALcode) instruction, (1I), 2-42
INSQTIQ (PALcode) instruction, (1), 2—44
INSQTIQR (PALcode) instruction, (II), 2-46
INSQUEL (PALcode) instruction, (1I), 2—48
INSQUEL/D (PALcode) instruction, (1), 2—48
INSQUEQ (PALcode) instruction, (II), 2-50
INSQUEQ/D (PALcode) instruction, (II), 2-50
Instruction encodings

floating-point format, C-3

summarized, C-1
Instruction fault, system entry for, (III), 5-3
Instruction fault entry (entIF) register, (III),

1-2, 5-3, 5-6

Instruction formats

branch, (I), 3-10

conventions, (1), 3-8

floating-point convert, (1), 3-12

floating-point operate, (I), 3-11

illegal trap, (II), 6-16

memory, (1), 3-9

memory jump, (1), 3-10

operands, (1), 3-8

operand values, (I), 3-8

operate, (1), 3-10

operators, (1), 3-5

overview, (I), 14

PALcode, (I), 3-13

registers, (1), 3-1
Instructions, overview, (I), 1-5
Instruction set

See also Floating-point instructions;

PALcode instructions

access type field, (1), 34

Boolean (list), (I), 4-36

branch (list), (1), 4-16

byte (list), (I), 442

conditional move (integer), (I), 4-38

data type field, (1), 3-5

extract (list), (I), 442

floating-point subsetting, (I), 4-2

insert (list), (I), 442

integer arithmetic (list), (I), 422

introduced, (1), 1-6

jump (list), (I), 4-16

load memory integer (list), (1), 44

mask (list), (1), 442

miscellaneous (list), (I), 4-113

name field, (I), 34

opcode qualifiers, (1), 4-3

operand notation, (1), 3—+4

overview, (1), 4-1

shift, arithmetic, (1), 441
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Instruction set (cont’d)
shift, logical, (I), 440
software emulation rules, (1), 4-2
store memory integer (list), (1), 44
VAX compatibility, (1), 4-121
Instruction stream
See I-stream
INSWH instruction, (I), 4-50
INSWL instruction, (1), 4-50
Integer arithmetic instructions

See Arithmetic instructions
Integer division, A-12
Integer overflow trap, (1), 6-15; (III), 5-5
Integer registers
defined, (1), 3-1
R31 restrictions, (1), 3-1
usage, (1II), 1-1
Internal processor registers (IPR)
address space number (ASN), (1I), 54
AST enable (ASTEN), (1), 5-5
AST summary (ASTSR), (II), 5-7
CALL_PAL MFPR with, (1), 5-1
CALL_PAL MTPR with, (II), 5-1
data alignment trap fixup (DATFX), (II),
5-9
defined, (1I), 1-1
executive stack pointer (ESP), (II), 5-27
floating-point enable (FEN), (1I), 5-10
interprocessor interrupt request (IPIR)
register, (II), 5-11
interrupt priority level IPL), (II), 5-12
kernel mode with, (II), 5-1
machine check error summary (MCES),
an, 5-13
MFPR instruction with, (II), 2-86
MTPR instruction with, (II), 2-87
page table base (PTBR), (II), 5-18
performance monitoring (PERFMON), (11),
5-15
privileged context block base (PCBB), (1II),
5-16
processor base (PRBR), (II), 5-17
software interrupt request (SIRR), (1D),
5-20
software interrupt summary (SISR), (11),
5-21 .
stack pointer, (II), 5-1
summarized, (II), 5-2
supervisor stack pointer (SSP), (II), 5-28
system control block base (SCBB), (1),
5-19
translation buffer check (TBCHK), (1D),
5-22
translation buffer invalidate all (TBIA),
(ID), 524



Internal processor registers (IPR) (cont’d)

translation buffer invalidate all process
(TBIAP), (II), 5-25
translation buffer invalidate single (TBIS),
1D, 5-26
user stack pointer (USP), (II), 5-29
virtual page base (VPTB), (II), 5-30
Who-Am-1I (WHAMI), (1I), 5-31
Interprocessor interrupt, (II), 6-21
protocol for, (II), 6-21
service routine entry point, (1), 6-29
Interprocessor interrupt request (IPIR)
register
described, (1I), 5-11
protocol for, (1), 6-21
Interrupt entry (entInt) register, (III), 1-2,
54, 5-6
Interrupt priority level (IPL)
See also Interrupt priority level (IPL)
register
events associated with, (1), 6-18
field in PS register, (II), 6-6
hardware levels, (II), 67
kernel mode software with, (II), 6-18
operation of, (II), 6-17
PS with, (III), 5-2
recording pending software (SISR register),
(1D, 5-21
requesting software (SIRR register), (II),
5-20
service routine entry points, (II), 6-29
software interrupts, (II), 6-19
software levels, (II), 6-7
Interrupt priority level (IPL) register
See also Interrupt priority level (IPL)
described, (II), 5-12
interrupt arbitration, (1I), 6-35
Interrupts
actions, summarized, (II), 6-2
from I/O devices, (I), 8-12
hardware arbitration, (II), 6-34
I/0O device, (II), 620
initiated by PALcode, (II), 6-31
initiation, (1), 6-18
input/output, (1), 6-22
instruction completion, (1I), 6-17
interprocessor, (1), 6-21
introduced, (II), 6-17
PALcode arbitration, (1), 6-34
passive release, (II), 6-20
powerfail, (1), 6-22
processor state transitions, (II), 6-36
program counter value, (II), 6-2
software, (II), 6-19
sources for, (II), 5-2

Interrupts (cont’d)
stack frames, (II), 6-7
stack frames for, (III), 5-3
system entry for, (II), 54
vectors, (1), 8-12
Interrupt service routines
entry point, (1), 6-26
in each process, (II), 6-18
introduced, (II), 6-17
Interval clock interrupt, (II), 6-20
service routine entry point, (1), 6-29
Invalid operation trap, (II), 6-14; (III), 5-5
INV bit
exception summary parameter, (1), 6-13
exception summary register, (III), 5-5
/T opcode qualifier, IEEE floating-point, (I),
4-61
IOV bit
exception summary parameter, (II), 6-14
exception summary register, (III), 5-5
IPR
See Internal processor registers (IPR)
IPR_KSP (internal processor register kernel
stack pointer), (1), 5-1
I-stream
coherency, (I), 6-7
design considerations, A-2
modifying physical, (I), 5-5
modifying virtual, (I), 5-5
PALcode with, (I), 6-2
with caches, (1), 5-5

J

JMP instruction, (I), 4-20
JSR_COROUTINE instruction, (1), 4-20
JSR instruction, (I), 4-20
Jump instructions, (I), 4-16, 4-20
See also Control instructions
branch prediction logic, (1), 4-21
coroutine linkage, (I), 421
return from subroutine, (1), 4-20
unconditional long jump, (1), 4-21

K

Kernel global pointer (KGP), (III), 1-3
Kernel mode, protection code with, (III), 3-6
Kernel read enable (KRE)

bit in PTE, (II), 3-5; (III), 34

with access control violation (ACV) fault,

a1, 3-13

Kernel stack, PALcode access to, (II), 6-31
Kernel stack pointer (KSP)

defined, (III), 1-3

in HWPCB, (II), 4-2
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Kernel write enable (KWE)

bit in PTE, (II), 3-6; (III), 34
Kseg

format of, (III), 3—2

mapping of, (III), 3-1

physical space with, (III), 3-3

L

LDAH instruction, (I), 4-5
LDA instruction, (I), 4-5
LDF instruction, (I), 4-69
when data is unaligned, (II), 6-27
LDG instruction, (1), 4-70
when data is unaligned, (II), 6-27
LDL_L instruction, (I), 4-8
restrictions, (I), 4-9
when data is unaligned, (II), 6-27
with processor lock register/flag, (I), 4-8
with STx_C instruction, (1), 4-8
LDL instruction, (I), 4-6
when data is unaligned, (1), 6-27
LDQ_L instruction, (I), 4-8
restrictions, (I), 4-9
when data is unaligned, (II), 6-27
with processor lock register/flag, (I), 4-8
with STx_C instruction, (I), 4-8
LDQ_U instruction, (I), 4-7
LDQ instruction, (I), 4-6
when data is unaligned, (II), 6-27
- LDQP (PALcode) instruction, (II), 2-85
LDS instruction, (1), 4-71
when data is unaligned, (1), 6-27
LDT instruction, (1), 4-72
when data is unaligned, (1), 6-27
Literals, operand notation, (I), 3—4
Load instructions
See also Floating-point load instructions
emulation of, (I), 4-2
FETCH instruction, (I), 4-115
load address, (I), 4-5
load address high, (), 4-5
load quadword, (I), 46
load quadword locked, (I), 4-8
load sign-extended longword, (1), 4—6
load sign-extended longword locked, (1),
4-8
load unaligned quadword, (I), 4-7
multiprocessor environment, (1), 5-5
serialization, (I), 4-117
when data is unaligned, (II), 6-27
Load literal, A-13
Load memory integer instructions (list), (),
44

Index—10

Local devices, (1), 8-1
Local I/O space, (I), 8-2
Local side, (I), 8-1
Location, (I), 5-10
Location access order
defined, (1), 5-11
with processor issue order, (I), 5-11
Lock flag, per-processor
defined, (1), 3-2
with load locked instructions, (1), 4-8
with store conditional instructions, (1),
4-11
Lockout, (I), 8-3
Lock registers, per-processor
defined, (1), 3-2
with load locked instructions, (I), 4-8
with store conditional instructions, (1),
4-11
Lock_flag register, (III), 1-3
Logical instructions

See Boolean instructions
Logout area, (II), 6-24; (III), 5-7
Longword data type, (I), 2-2

alignment of, (I), 2-11

atomic access of, (1), 5-2

integer floating-point format, (1), 2-10
LSB (least significant bit), defined for

floating-point, (1), 4-57

Machine check error summary (MCES)
register

described, (II), 5-13
using, (II), 6-24

Machine checks, (II), 6-22; (III), 5-6
actions, summarized, (II), 6-2
initiated by PALcode, (II), 6-31
introduced, (1I), 6-22
logout area, (II), 6-24
masking, (II), 6-23
no disabling of, (II), 6—24
one per error, (1), 6-24
processor correctable, (II), 6-23
program counter (PC) value, (II), 6-23
REI instruction with, (II), 6—23
retry flag, (II), 6-24
service routine entry points, (II), 6-29
stack frames, (II), 6-7
system correctable, (II), 6-23

Mailbox
address alignment, (1), 84
bus-specific implementations for, (1), 8-12
CMD field checking, (I), 8-13
error reporting, (1), 8-8



Mailbox (cont’d)
field checking, (I), 8-12
modification by host, (1), 86
operational definition, (1), 8-2
posting, (I), 8-2
posting software with, (I), 8-6
remote reads, (1), 8-6, 8-8
remote writes, (I), 8—6, 8-9
static, (1), 86
structure, (1), 8-5
use of STQ_C lock_flag, (1), 8-3, 8-8
WHO_ARE_YOU command, (I), 8-13
with I/O space granularity, (1), 8-7
Mailbox pointer (MBPR) register, (1), 84
defined, (1), 8-2
ordering, (1), 8-7
MASK field (mailbox), (I), 8-5
Masking, machine checks with, (1), 6-23
Mask instructions (list), (1), 4-52
MAX, defined for floating-point, (I), 4-59
maxCPU, (III), 1-2
MB (memory barrier) instruction, (I), 4-117
See also IMB
multiprocessors only, (I), 4-117
using, (I), 5-18
with DMA 10, (1), 5-17
with multiprocessor D-stream, (I), 5-17
MBPR
See Mailbox pointer (MBPR) register
MBZ (must be zero), (I), 1-9
Memory, unrecoverable errors with, (1I), 6-22
Memory access
aligned byte/word, A-11
coherency of, (I), 5-1
granularity of, (I), 5-2
width of, (1), 5-2
Memory access sequence, (1), 5-11
Memory alignment, requirement for, (I), 5-2
Memory format instructions
function codes, summarized, C-1
opcodes for, C-1
Memory instruction format, (I), 3-9
with function code, (1), 3-9
Memory jump instruction format, (1), 3-10
Memory-like behavior, (), 5-3
Memory management
See also Address translation; Pages;
Processor modes; Virtual address
space
address translation, (1), 3-8
always enabled, (1I), 3-3
control of, (III), 3-3
faults, (ID), 3-13, 6-9; (11I), 3-9
introduced, (1), 3—-1
page frame number (PFN), (II), 3-6

Memory management (cont’d)
page table entry (PTE), (ID), 3-3
protection code, (1I), 3-8
protection of individual pages, (II), 3—-7
PTE modified by software, (II), 3-7
support in PALcode, (I), 6-2
translation buffer with, (1), 3-11
unrecoverable error, (II), 6-22
with interrupts, (II), 6-18
with multiprocessors, (1), 3-7
with process context, (1), 4-1
Memory-management fault entry (entMM)
register, (III), 1-2, 54, 5-7
Memory management faults
registers used, (II), 6-10
system entry for, (III), 54
types, (III), 3-9
with unaligned data, (II), 6-16
Memory prefetch registers, A-10
defined, (I), 3-2
Memory protection, (III), 3-5
MF_FPCR instruction, (I), 4-87
MFPR_IPR_name (PALcode) instruction,
D, 2-86
MIN, defined for floating-point, (I), 4-58
Miscellaneous instructions (list), (I), 4-113
MMCSR, «1I), 5-7
MMCSR code, (III), 3-9
/M opcode qualifier, IEEE floating-point, (),
4-60
Move, register-to-register, A-14
Move instructions (conditional)
See Conditional move instructions
MSKBL instruction, (1), 4-52
MSKLH instruction, (I), 4-52
MSKLL instruction, (I), 4-52
MSKQL instruction, (I), 4-52
MSKWH instruction, (I), 4-52
MSKWL instruction, (I), 4-52
MT_FPCR instruction, (I), 4-87
synchronization requirement, (I), 4-66
MTPR_IPR_name (PALcode) instruction,
11, 2-87
MULF instruction, (I), 4-106
MULG instruction, (I), 4-106
MULL instruction, (I), 4-29
with MULQ, (D), 429
MULQ instruction, (I), 4-30
with MULL, (I), 4-29
with UMULH, (I), 4-30
MULS instruction, (1), 4-107
MULT instruction, (1), 4-107
Multiple instruction issue, A-2
Multiply instructions

See also Floating-point operate
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Multiply instructions (cont’d)
multiply longword, (I), 4-29
multiply quadword, (1), 4-30
multiply unsigned quadward high, (1), 4-31
Multiprocessor environment
See also Data sharing
cache coherency in, (I), 5-5
context switching, (I), 5-18
interprocessor interrupt, (II), 6-21
I-stream reliability, (I), 5-17
MB instruction with, (I), 5-17
memory faults, (II), 6-10
memory management in, (II), 3-7
move operations in, (II), 2-76
no implied barriers, (1), 5-16
read/write ordering, (I), 5-9
serialization requirements in, (1), 4-117
shared data, (I), 5-5, A—7
Multiprocessors
1/O with, (I), 8-3
interrupts with, (1), 8-12
Multithread implementation, (1), 2-80

N

NaN (Not-a-Number)

defined, (I), 2-8

Quiet, (I), 4-57

Signaling, (I), 4-57
NATURALLY ALIGNED data objects, (I), 1-9
Negate stylized code form, A-14
Next PC, (1), 6-2

defined for arithmetic traps, (II), 6-14
Nonmemory-like behavior, (I), 5-3
NOP, A-13
NOT instruction, ORNOT with zero, (I), 4-37
NOT stylized code form, A-14

(o)

Opcode qualifiers
See also specific qualifiers
default values, (1), 4-3
notation (list), (I), 4-3
Opcodes
DEC OSF/1, C-9
OpenVMS, C-8
reserved, C-10
summarized, C—6
opDec, (I1II), 14
OpenVMS PALcode instruction opcodes, C—8
OpenVMS PALcode instructions (list), (II),
2-2
Operand expressions, (1), 3-3
Operand notation
defined, (I), 3-3

Index—12

Operand notation (cont’d)
from VAX architecture standard, (1), 3—4
Operand values, (1), 3-3
Operate format instructions, opcodes for, C—2
Operate instruction format, (I), 3-10
floating-point, (I), 3-11
floating-point convert, (1), 3-12
Operators, instruction format, (I), 3-5
Optimization
See Performance optimizations
ORNOT instruction, (I), 4-37
OSF/1 PALcode instruction opcodes, C—9
Overflow trap, (II), 6-15; (1II), 5-5
OVF bit
exception summary parameter, (II), 6-13
exception summary register, (III), 5-5

P

Page frame number (PFN)
bits in PTE, (II), 3-6; (III), 3-3
determining validitation, (1I), 34
finding for SCB, (II), 5-19
PTBR register, (II), 5-18
with address translation, (1), 3-9
with hardware context switching, (II), 4-3
Pages
collecting statistics on, (II), 6-11
individual protection of, (II), 3—7
max address size from, (1I), 3-3
possible sizes for, (1), 3-2
size range of, (III), 3-1
virtual address space from, (II), 3-2
pageSize, (III), 1-2
Page sizes, (III), 3-2
Page table base (PTBR) register, (1), 5-18
defined, (11II), 1-3
in HWPCB, (1D), 4-2
privileged context, (II), 2-91
with address translation, (1), 3-9
Page table entry (PTE), (II), 3-3
atomic modification of, (II), 3—7
bits, summarized, (ZII), 3-3
changing and managing, (III), 3-5
format of, (III), 3-3
modified by software, (II), 3—7
page protection, (II), 3-8
physical access of, (III), 3-6
virtual access of, (III), 3-7
with multiprocessors, (II), 3-7
PALcode
See also Queues, support for
access to kernel stack, (II), 6-31
barriers with, (I), 5-16
CALL_PAL instruction, (I), 4-114




PALcode (cont’d)
compared to hardware instructions, (I), 6-1
defined for OpenVMS, (II), 2-1
illegal operand trap, (II), 6-17
implementation-specific, (I), 6-2
instead of microcode, (1), 6-1
instruction format, (I), 3-13
memory management requirements, (II),
OSF/1 support for, (III), 5-8
overview, (1), 6-1
processor state transitions, (II), 6-36
queue data type support, (II), 2-21
recognized instructions, (I), 6—4
replacing, (I), 6-3
required function support, (I), 6-2
required instructions, (I), 64
running environment, (I), 6-2
special functions, (I), 6-2
PALcode instructions
OpenVMS (list), (ID, 2-2
privileged OpenVMS (list), (ID), 2-83
privileged OSF/1 (list), (IID), 2-8
required, opcodes for, C-10
reserved, opcodes for, C-10
thread OpenVMS, (II), 2-80
unprivileged general (list), (II), 2-3
unprivileged OSF/1 (list), (III), 2-1
PALcode instructions, privileged
See also individual instructions
cache flush, (II), 2-84
drain aborts, (I), 6-5
halt processor, (1), 6-6
load quadword physical, (II), 2-85
move from processor register, (II), 2-86
move to processor register, (II), 2-87
read processor status, (III), 2-9
read system value, (III), 2-11
read user stack pointer, (III), 2-10
return from system call, (III), 2-12
return from trap, fault, or interrupt, (III),
2-13
store quadword physical, (II), 2-88
swap IPL, (III), 2-16
swap privileged context, (II), 2-89
swap process context, (III), 2-14
TB (translation buffer) invalidate, (III),
2-17
who am I, (III), 2-18
write floating-point enable, (III), 2-21
write kernel global pointer, (II1), 2-22
write system entry address, (III), 2-19
write system value, (III), 2-24
write user stack pointer, (III), 2-23
write virtual page table pointer, (III), 2-25

PALcode instructions, thread, (II), 2-80
read unique context, (II), 2-81
write unique context, (II), 2—82
PALcode instructions, unprivileged
See also individual instructions
breakpoint, (II), 2—4; 1II), 2-2
bugcheck, (1), 2-5; (I1I), 2-3
change to executive mode, (II), 2-6
change to kernel mode, (II), 2-7
change to supervisor mode, (II), 2-8
change to user mode, (II), 2-9
generate software trap, (1), 2-10
generate trap, (III), 2-5
insert into queue (list), (II), 2-30
I-stream memory barrier, (I), 6-7
probe for read access, (1), 2-11
probe for write access, (1I), 2-11
read processor status, (II), 2-13
read system cycle counter, (II), 2-17
read unique value, (III), 2-6
remove from queue (list), (II), 2-30
return from exception or interrupt, (II),
2-14
swap AST enable, (II), 2-19
system call, (II), 2—4
write PS software field, (II), 2-20
write unique value, (III), 2-7
PALcode instructions, unprivileged general
(list), D, 2-3
PALRESO, (I), 6-2
PALRES], (D), 6-2
PALRES2, (1), 6-2
PALRESS, (1), 6-2
PALRES4, (I), 6-2
Passive release interrupt entry point, (II),
6-29
Passive release interrupts, (II), 6-20
PC
See program counter register
PCC
See Process cycle counter
Performance monitoring register (PERF-
MON), (ID), 5-15
Performance monitor interrupt entry point,
(1D, 6-29
Performance optimizations
branch prediction, A-3
code sequences, A-11
data stream, A—6
for frequently executed code, A-1
for I-streams, A-2
instruction alignment, A-2
instruction scheduling, A-5
I-stream density, A—-5
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Performance optimizations (cont’d)
multiple instruction issue, A-2
shared data, A-7

PFN
See Page frame number

Physical address translation, (II), 3-9

Physical space, (III), 3-3

PME, bit in HWPCB, (1I), 4-2

PMI bus, (1), 8-1
uncorrected protocol errors, (II), 6-22

Powerfail, CFLUSH PALcode instruction

with, (1), 6-22

Powerfail interrupt, (II), 6-22
service routine entry point, (II), 6-29

Prefetch data (FETCH instruction), (1), 4-115

Prefetch data registers, A-10

Prefetching data, considerations, A-10

Privileged Architecture Library

See PALcode
Privileged context, (II), 2-90
Privileged context block base (PCBB) register,
(I1), 5-16
Privileged PALcode instructions (list), (II),
2-83; (11I), 2-8
PROBER (PALcode) instruction, (II), 2-11
PROBEW (PALcode) instruction, (II), 2-11
Process, (1I), 4-1
context switching the, (II), 44
Process context, (II), 4-1
Process control block (PCB), (III), 4-1
structure, (I11), 4-2
Process control block base (PCBB) register,
(1), 1-3
Process cycle counter (PCC)
in HWPCB, (1), 42
privileged context, (II), 2-91
RPCC instruction with, (1), 4-118
system cycle counter with, (II), 2-17
Processor base (PRBR) register, (II), 5-17
Processor issue order
defined, (1), 5-11
with location access order, (I), 5-11
Processor issue sequence, (I), 5-10
Processor memory interconnect
See PMI bus
Processor modes
AST pending state, (1), 5-7
change to executive, (1I), 2-6
change to kernel, (II), 2-7
change to supervisor, (II), 2-8
change to user, (1), 2-9
controlling memory access, (II), 3-8
enabling executive mode reads, (1), 3-5
enabling executive mode writes, (II), 3-6
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Processor modes (cont’d)

enabling kernel mode reads, (II), 3-5

enabling supervisor mode reads, (II), 3-6

enabling supervisor mode writes, (II), 3—6

enabling user mode reads, (II), 3-6

enabling user mode writes, (II), 3-6

page access with, (II), 3-1

PALcode state transitions, (II), 6-36
Processor number, reading, (1), 5-31
Processor state, defined, (II), 6-5
Processor state transitions, (II), 6-36
Processor status (PS) register

bit meanings for, (III), 5-2

bootstrap values in, (II), 6-6

current, (II), 6-5

current mode field, (1), 66

defined, (1D, 1-1; (1ID), 1-3

explicit reading of, (II), 6-5

in processor state, (1), 6-5

interrupt priority level (IPL) field, (II), 66

saved on stack, (II), 6-5

saved on stack frame, (1), 6-7

software (SW) field, (II), 6-6

stack alignment field, (1), 6—6

virtual machine monitor bit, (II), 6-6

WR_PS_SW instruction, (II), 2-20
Process unique value (unique) register, (III),

14

Program counter (PC) register, (I), 3—-1

alignment, (II), 66

current PC defined, (11), 6-2

defined, (11), 1-3

explicit reading of, (1), 6-6

in processor state, (II), 6-5

next PC defined, (II), 6-14

saved on stack frame, (II), 6-7

with arithmetic traps, (II), 6-14; (III), 5-1

with faults, (1), 6-8

with interrupts, (II), 6-2

with machine checks, (II), 6-23

with synchronous traps, (II), 6-15
Protection code, (II), 3-8; (III), 36
Protection modes, (II), 67
PS<SP_ALIGN> field, (II), 2-13
Pseudo-ops, A-14
PTE

See Page table entry

Q

Quadword data type, (1), 2-2
alignment of, (I), 2-3, 2-11
atomic access of, (1), 5-2
integer floating-point format, (1), 2-11
loading in physical memory, (1), 2-85



Quadword data type (cont’d)
storing to physical memory, (II), 2-88
T_floating with, (1), 2-11

Queues, support for
absolute longword, (1I), 2-21
absolute quadword, (II), 2-25
PALcode instructions (list), (II), 2-30
self-relative longword, (II), 2-21
self-relative quadword, (II), 2-26

R

R31
restrictions, (1), 3—-1
with arithmetic traps, (1), 6-12
RAZ (read as zero), (I), 1-9
RBADR field (mailbox), (1), 8-5
RC (read and clear) instruction, (I), 4-122
RD_PS (PALcode) instruction, (II), 2-13
RDATA field (mailbox), (I), 86
rdps (PALcode) instruction, (III), 2-9
rdunique (PALcode) instruction, (III), 26
PCB with, (1ID), 4-1
required recognition of, (1), 6—4
RDUNIQUE (PALcode) instruction
required recognition of, (1), 64
rdusp (PALcode) instruction, (III), 2-10
PCB with, (III), 4-1
rdval (PALcode) instruction, (III), 2-11
READ_UNQ (PALcode) instruction, (II),
2-81
Read/write, sequential, A-10
Read/write ordering (multiprocessor), (I), 5-9
determining requirements, (I), 5-9
memory location defined, (1), 5-10
Registers, (1), 3-1
See also specific registers
floating-point, (1), 3-2
integer, (1), 3-1
lock, (), 3-2
memory prefetch, (1), 3-2
optional, (1), 3-2
program counter (PC), (I), 3-1
value when unused, (I), 3-8
VAX compatibility, (I), 3-2
with IPRs, (II), 5-1
Register-to-register move, A-14
Register write mask, with arithmetic traps,
(IDn, 6-14
REI (PALcode) instruction, (II), 2-14
arithmetic traps, (II), 6-9
faults, (II), 6-8
interrupt arbitration, (II), 6-35
interrupts, (II), 6-2
machine checks, (II), 6-23

REI (PALcode) instruction (cont’d)
synchronous traps, (II), 6-15
Remote devices
defined, (1), 8-1
interrupts with, (1), 8-12
with DMA, (I), 8-10
Remote I/O space, (I), 8-2
accessing, (1), 8-2, 8-8
flow control, (I), 8-3
read/write ordering, (I), 8-9
Remote writes (mailbox), (I), 8-5
Remove from queue PALcode instructions
longword, (II), 2-72
longword at head interlocked, (II), 2-52
longword at head interlocked resident, (II),
2-55
longword at tail interlocked, (II), 2—62
longword at tail interlocked resident, (II),
2-65
quadword, (1), 2-74
quadword at head interlocked, (II), 2-57
quadword at head interlocked resident,
an, 2-60
quadword at tail interlocked, (II), 2-67
quadword at tail interlocked resident, (1),
2-70
REMQHIL (PALcode) instruction, (II), 2-52
REMQHILR (PALcode) instruction, (II), 2-55
REMQHIQ (PALcode) instruction, (II), 2-57
REMQHIQR (PALcode) instruction, (II), 2-60
REMQTIL (PALcode) instruction, (II), 2—62
REMQTILR (PALcode) instruction, (II), 2—65
REMQTIQ (PALcode) instruction, (II), 267
REMQTIQR (PALcode) instruction, (II), 2-70
REMQUEL (PALcode) instruction, (II), 2-72
REMQUEL/D (PALcode) instruction, (1I),
2-72
REMQUEQ (PALcode) instruction, (II), 2-74
REMQUEQ/D (PALcode) instruction, (II),
2-74
Representative result, (1), 4-57
Reserved instructions, opcodes for, C-10
Reserved operand, (I), 4-58
Result latency, A-5
RET instruction, (I), 4-20
retsys (PALcode) instruction, (III), 2-12
PS with, (I1D), 5-2
Rounding modes

See Floating-point rounding modes
RPCC (read process cycle counter) instruction,
I, 4-118
RSCC instruction with, (II), 2-18
RS (read and set) instruction, (I), 4-122
RSCC (PALcode) instruction, (II), 2-17
RPCC instruction with, (II), 2-18
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rti (PALcode) instruction, (III), 2-13
PS with, (III), 5-2
with exceptions, (III), 5-1

S

S4ADDL instruction, (1), 4-24
S4ADDQ instruction, (I), 4-26
S4SUBL instruction, (1), 4-33
S4SUBQ instruction, (I), 4-35
S8ADDL instruction, (1), 424
S8ADDQ instruction, (1), 426
S8SUBL instruction, (1), 4-33
S8SUBQ instruction, (1), 4-35
S_floating data type

alignment of, (I), 2-8

compared to F_floating, (1), 2-8

exceptions, (I), 2-8

format, (1), 2-8

mapping, (1), 2-8

MAX/MIN, (I), 4-58

operations, (I), 464

when data is unaligned, (1), 6-27
SBZ (should be zero), (I), 1-9
SCC

See System cycle counter
Security holes, (I), 1-7

with UNPREDICTABLE results, (1), 1-8
Seg0, mapping of, (III), 3-1
Segl, mapping of, (III), 3-1
Segment number fields, (11), 3-2
Self-relative longword queue, (1), 2-21
Self-relative quadword queue, (II), 2-26
Sequential read/write, A-10
Serialization, MB instruction with, (I), 4-117
Shared data (multiprocessor), A-7

changed vs. updated datum, (I), 5-5
Shared data structures

atomic update, (1), 5-6

ordering considerations, (I), 5-7

using memory barrier (MB) instruction, (I),

5-8

Shared memory

accessing, (I), 5-10

access sequence, (1), 5-10

defined, (1), 5-9

issue sequence, (1), 5-10
Shift arithmetic instructions, (I), 441
Shift logical instructions, (I), 440
Single-precision floating-point, (I), 4-64
SLL instruction, (I), 440
Software (SW) field, in PS register, (II), 66
Software completion bit, (1), 6-13
Software considerations, A-1

See also Performance optimizations
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Software interrupt request (SIRR) register
described, (II), 5-20
interrupt arbitration, (II), 6-35
protocol for, (II), 6-19
with interrupts, (ZI), 6-19
Software interrupts, (1), 6-19
asynchronous system traps (AST), (II),
6-20
protocol between summary and request,
an, 6-19
recording pending state of, (II), 5-21
request (SIRR) register, (1), 6-19
requesting, (II), 5-20
service routine entry points, (1I), 6-28
summary (SISR) register, (II), 6-19
supported levels of, (II), 5-20
Software interrupt summary (SISR) register
described, (1I), 5-21
protocol for, (II), 6-19
with interrupts, (II), 6-19
Software traps, generating, (II), 2-10
/S opcode qualifier
IEEE floating-point, (1), 461
VAX floating-point, (1), 4-61
SP
See Stack pointer
SRA instruction, (I), 441
SRL instruction, (1), 4-40
Stack alignment, (1), 6-31
Stack alignment (SP_ALIGN), field in saved
PS, (I1), 6-6
Stack frames, (II), 6-7; (III), 5-3
Stack pointer (SP)
defined, (1), 1-1; (III), 14
register linkage for, (II), 1-1
Stack pointer internal processor registers,
(I, 5-1
Starvation, (I), 8—4
STATUS field (mailbox), (1), 8-6
STF instruction, (1), 4-73
when data is unaligned, (II), 6-27
STG instruction, (I), 4-74
when data is unaligned, (II), 6-27
STL_C instruction, (I), 4-11
when data is unaligned, (1), 6-27
with LDx_L instruction, (1), 4-11
with processor lock register/flag, (1), 4-11
STL instruction, (I), 4-13
when data is unaligned, (1), 6-27
Store instructions
See also Floating-point store instructions
emulation of, (I), 4-2
FETCH instruction, (I), 4-115
multiprocessor environment, (1), 5-5
serialization, (1), 4-117



Store instructions (cont’d)
store longword, (1), 4-13
store longword conditional, (1), 4-11
store quadword, (I), 4-13
store quadword conditional, (1), 4-11
store unaligned quadword, (I), 4-14
when data is unaligned, (II), 6-27

Store memory integer instructions (list), (),

44

STQ_C instruction, (I), 4-11
use in accessing MBPR, (1), 8-3
with LDx_L inst., (I), 4-11
with processor lock register/flag, (I), 4-11
STQ_L instruction
when data is unaligned, (1), 6-27
STQ_U instruction, (I), 4-14
STQ instruction, (1), 4-13
when data is unaligned, (II), 6-27
STQP (PALcode) instruction, (II), 2-88
STS instruction, (I), 4-75
when data is unaligned, (II), 6-27
STT instruction, (1), 4-76
when data is unaligned, (II), 6-27
SUBF instruction, (1), 4-109
SUBG instruction, (1), 4-109
SUBL instruction, (I), 4-32
SUBQ instruction, (1), 4-34
SUBS instruction, (1), 4-111
SUBT instruction, (I), 4-111
Subtract instructions
See also Floating-point operate
subtract longword, (I), 4-32
subtract quadword, (1), 4-34
subtract scaled longword, (I), 4-33
subtract scaled quadword, (I), 4-35
Supervisor read enable (SRE), bit in PTE,
an, 3-6
Supervisor stack pointer (SSP)
as internal processor register, (II), 5-1
in HWPCB, (II), 4-2
Supervisor stack pointer (SSP) register, (II),
5-28
Supervisor write enable (SWE), bit in PTE,
(I1), 3-6
SWASTEN (PALcode) instruction, (II), 2-19
interrupt arbitration, (II), 6-36
with ASTEN register, (II), 5-6
SWC bit
exception summary parameter, (II), 6-13
exception summary register, (III), 5-2, 5—4
swpctx (PALcode) instruction, (III), 2-14
PCB with, (III), 41
with ASNs, (III), 3-8
SWPCTX (PALcode) instruction, (II), 2-89
with ASTSR register, (II), 5-8

swpipl (PALcode) instruction, (III), 2-16
PS with, 1), 5-2
Synchronous traps, (III), 5-2
data alignment, (II), 6-15
defined, (1), 6-9
program counter (PC) value, (II), 6-15
REI instruction with, (II), 6-15
System call entry (entSys) register, (III), 1-3,
54, 5-8

System control block (SCB)
arithmetic trap entry points, (1), 6-27
fault entry points, (II), 6-26
finding PFN, (II), 5-19
saved on stack frame, (II), 67
structure of, (II), 6-25
with memory management faults, (7I),
3-14
System control block base (SCBB) register,
(1D, 5-19
System cycle counter (SCC), reading, (1),
2-17
System entry addresses, (III), 5-3
System value (sysvalue) register, (III), 1-4

T

T_floating data type
alignment of, (I), 2-10
exceptions, (I), 2-10
format, (1), 2-9
MAX/MIN, (D), 4-59
when data is unaligned, (II), 6-27
TB
See Translation buffer
tbi (PALcode) instruction, (III), 2-17
with TBs, (III), 3-8
Tightly coupled I/O bus, (I), 8-1
Timeout, (I), 8—4
Timing considerations, atomic sequences,
A-17
Translation
physical, (III), 3-6
virtual, (III), 3-7
Translation buffer (TB), (III), 3-8
address space number with, (II), 3-11
fault on execute, (II), 6-12
fault on read, (II), 6-11
fault on write, (II), 6-11
granularity hint in PTE, (1II), 3-5
with invalid PTEs, (II), 3-12
Translation buffer check (TBCHK) register
described, (II), 5-22
with translation buffer, (1I), 3-12

Index-17



Translation buffer invalidate all (TBIA)
register
described, (1), 5-24
with translation buffer, (II), 3-12
Translation buffer invalidate all process
(TBIAP) register
described, (II), 5-25
with translation buffer, (1), 3-12
Translation buffer invalidate single (TBIS)
register, (II), 5-26
Translation not valid fault, (ZI), 6-10
service routine entry point, (II), 6-26
Translation-not-valid fault, (III), 3-9
TRAPB (trap barrier) instruction, A-14
described, (I), 4-120
with MT_FPCR, (1), 4-66
with trap shadow, (1), 462
Trap handler, with non-finite arithmetic
operands, (1), 4-63
Trap handling, IEEE floating-point, B—4
Trap modes
floating-point, (I), 4-60
IEEE, (), 4-61
IEEE convert-to-integer, (1), 4-61
VAX, (I), 4-60
VAX convert-to-integer, (I), 4-61
Traps
See Arithmetic traps
Trap shadow, (III), 5-2
defined, (1), 462
defined for floating-point, (1), 4-58
trap handler requirement for, (I), 4-62
Trigger instruction, (III), 5-2
True result, (I), 4-57
True zero, (I), 4-57

U

UMULH instruction, (I), 4-31

with MULQ, (), 4-30
Unaligned access fault

system entry for, (I1I), 54
UNALIGNED data objects, (1), 1-9
Unaligned fault entry (entUna) register, (I1I),

1-3, 5-8

Unconditional long jump, (1), 4-21
UNDEFINED operations, (1), 1-7
Underflow trap, (II), 6-15; (III), 5-5
UNF bit

exception summary parameter, (II), 6-13

exception summary register, (III), 5-5
UNORDERED memory references, (1), 5-9
UNPREDICTABLE results, (I), 1-7
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Unprivileged PALcode instructions (list), (III),
2-1
Unprivileged PALcode instructions, VAX
compatibility, (II), 2-75
/U opcode qualifier
IEEE floating-point, (1), 4-61
VAX floating-point, (I), 4-61
Updated datum, (I), 5-5
User mode, protection code with, (III), 3-6
User read enable (URE)
bit in PTE, (II), 3-6; (III), 34
User stack pointer (USP)
defined, (11D), 14
in HWPCB, (1), 4-2
internal processor register, (II), 5-1
User stack pointer (USP) register, (II), 5-29
User write enable (UWE)
bit in PTE, (1), 3-6; (1II), 34

'}

Valid (V)
bit in PTE, (II), 3—4; (III), 3-5
vaSize, (III), 1-2
VAX compatibility instructions, restrictions
for, (I), 4-121
VAX compatibility register, (I), 3-2
VAX convert-to-integer trap mode, (1), 4-61
VAX floating-point
See also Floating-point instructions
D_floating, (1), 2—-6
F_floating, (1), 2-3
G_floating, (I), 2-5
trap modes, (1), 4-62
VAX floating-point instructions
add instructions, (I), 4-88
compare instructions, (I), 4-91
convert from integer instructions, (1), 4-95
convert to integer instructions, (1), 4-94
convert VAX floating format instructions,
(D, 4-96
divide instructions, (1), 4-102
multiply instructions, (I), 4-106
opcodes for, C-5
operate instructions, (1), 4-80
qualifiers, summarized, C-5
subtract instructions, (1), 4-109
VAX rounding modes, (I), 4-59
VAX trap modes, required instruction
notation, (1), 461
Virtual address format, (II), 3-2
segment number fields, (1), 3-2
Virtual address space
minimum and maximum, (7I), 3-2
page size with, (II), 3—-1




Virtual address spaces, (III), 3—1
Virtual address translation, (II), 3-10
Virtual D-cache, (I), 5-3
maintaining coherency of, (I), 5-3
Virtual format, (III), 3-1
Virtual I-cache, (1), 5-3
maintaining coherency of, (I), 5-5
Virtual machine monitor (VMM), bit in PS
register, (II), 6—6
Virtual page base (VPTB) register, (II), 5-30
Virtual page table pointer (VPTPTR), (1II),
14
/V opcode qualifier
IEEE floating-point, (I), 4-61
VAX floating-point, (I), 4-61

w

Watchpoints
with fault on read, (II), 6-11
with fault on write, (1), 6-11
WDATA field (mailbox), (1), 8-6
W field (mailbox), (I), 8-5
Whami, (I1), 1-4
whami (PALcode) instruction, (III), 2-18
WHO_ARE_YOU command, (I), 8-13
Who-Am-I (WHAMI) register, (II), 5-31
Word data type, (1), 2-1
WR_PS_SW (PALcode) instruction, (7I),
2-20
wrent (PALcode) instruction, (III), 2-19
wrfen (PALcode) instruction, (III), 2-21
WRITE_UNQ (PALcode) instruction, (II),
2-82
Write-back caches, requirements for, (I), 5—4
Write buffers, requirements for, (I), 54
wrkgp (PALcode) instruction, (III), 2-22
wrunique (PALcode) instruction, (1II), 2-7
PCB with, (III), 4-1
required recognition of, (1), 6—4
WRUNIQUE (PALcode) instruction
required recognition of, (I), 64
wrusp (PALcode) instruction, (II1), 2-23
PCB with, (1II), 4-1
wrval (PALcode) instruction, (III), 2-24
wrvptptr (PALcode) instruction, (III), 2-25

X

XOR instruction, (I), 4-37
y 4

ZAP instruction, (I), 4-55
ZAPNOT instruction, (I), 4-55

Zero byte instructions (list), (I), 4-55
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